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CHAPTER 1
Introduction

Deoxyribonucleic acid (DNA) is the carrier of genetic information and therefore a life-essen-
tial macromolecule. It contains the construction plan for proteins. Proteins play a central
role within an organism. On the one hand, they perform and support virtually any process
within a cell. On the other hand, they fulfill structural and mechanical tasks. Thus without
DNA none of the known living organisms could exist.

DNA consists of two strands which form a double helix. The strands are constructed by
four kinds of elements, so-called nucleotides. We can abbreviate the nucleotides with the
letters A, C, G and T. Hence, we can abstract from a DNA molecule to a sequence of these
characters.

Mutations of the DNA sequence can lead to variation of proteins. DNA variation can for
example be caused by recombination that results from reproduction or by environmental
factors like radiation. As a consequence, negative effects on the corresponding organisms
are possible, since the functionality of the resulting proteins may be compromised.

A single nucleotide polymorphism (SNP) is the most common kind of DNA mutation: a
nucleotide within a DNA molecule is substituted by another one. Consequences of SNPs for
humans have been studied in several situations:

• Maraganore et al. (2005) describe an association between Parkinson’s disease, a chronic
neurodegenerative disorder, and variants in a certain DNA region. These mutations
are risk factors for this disease.

• Silander et al. (2009) consider type 2 diabetes as well as coronary heart diseases and de-
scribe DNA regions which are related to these ailments. They identified SNPs within
these regions.

• Severi et al. (2007) point out that the risk of prostate cancer is related to common vari-
ants in a certain DNA region.

To achieve these results and thus gain a deeper understanding of biological processes
within an organism, it is necessary to determine a DNA sample’s nucleotide sequence. Ac-
cording to the previous listing, a sample can originate from tissue or blood of a diseased
person. Generally, every material containing DNA can be treated as a sample which we
want to analyse. The procedure of determining the nucleotide sequence is called DNA se-
quencing and has been applied since the seventies. Sanger et al. (1977) introduced a method
that is known as first generation sequencing. Since then, relatively short DNA fragments could
be sequenced. As this approach is comparatively complex and expensive, novel procedures
were developed taking advantage of a highly parallel operation mode.

The second generation sequencing methods allow us to sequence entire genomes in a fast
and cost-efficient way. For technical reasons, the considered DNA is first broken down into
several fragments. After that, the nucleotide sequence of each fragment, a so-called read, is
determined. Since the information of the read position within the original DNA molecule is
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Figure 1: Reads are mapped to a reference sequence. The reference sequence on the top is illustrated as a stripe
of four different colours. Each colour thereby stands for one nucleotide. The reads are illustrated as
red and blue bands. A SNP is a position where the reads differ in the reference sequence. Here we
have three SNPs.

unknown, we apply computational techniques to obtain this information. If there is a ref-
erence sequence of the original DNA, we map the reads to this sequence. From the mapped
reads we can infer the differences between the sequenced reads and the reference genome.
If there is no reference genome, we assemble the reads into one sequence. This procedure
is called de-novo assembly. We thereby determine the sequence of the original DNA. In this
thesis we will concentrate on the mapping process. For higher reliability, the reads result-
ing from the original DNA molecule are first amplified and then independently sequenced.
Consequently, we obtain several reads assigned to one position of the DNA after the map-
ping process. The number of reads covering one position is called coverage. Finally, we
can analyse the resulting nucleotide sequence with regard to SNPs and their effects on the
organism.

Figure 1 illustrates the idea of reconstructing the original DNA sequence. The reads, illus-
trated as red and blue bands, are mapped against the reference sequence, which is shown at
the top of the picture. Each of the four colours within the sequence stands for one kind of
nucleotide. Read positions which differ from the reference sequence are called mismatches.
They are highlighted by the corresponding nucleotide colour. A SNP is a position where the
sequenced genome differs from the reference sequence. If a sufficient number of reads differ
in the reference sequence, we have likely detected a SNP.

Second generation sequencing methods are realized in commercial products, like SOLiD,
454, or the Solexa technology. In this thesis, we will focus on the Solexa technique distributed
by the company Illumina, since it is the most popular choice to analyse genetic material and
therefore widely used by the research community.

An accurate and error-free operation process is critical for the success of DNA sequenc-
ing and the further analysis. Applying an error-prone method leads to a wrong nucleotide
sequence of the sample DNA. Consequently, we could, for instance, wrongly identify a
SNP within the sample. For technical reasons, an error-free sequencing process cannot be
achieved, so methods for identifying (and in the best case also correcting) errors are neces-
sary to analyse DNA successfully.

Many researchers have described several error profiles of the Solexa technology:

• Kozarewa et al. (2009) point out that the coverage depends on the GC content within
the considered sequence and therefore varies for different DNA regions. This leads to
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problems in the downstream analysis.

• Kircher et al. (2009) describe that miscalls are more frequent in the beginning and in
the end of reads which are produced by a certain Illumina device.

• Dohm et al. (2008) find that A to C substitutions are most frequent while C to G substi-
tutions are less frequent.

In this thesis, we concentrate particularly on one kind of error profile. Nakamura et al.
(2011) point out that specific sequence motifs cause consecutive miscalls. The sequences
GGC and GCC as well as inverted repeats lead to poor DNA sequencing. Inverted repeats
are DNA sequences. They contain a certain motif in one part of the sequence. Furthermore,
they contain the motif’s reverse complement in another part of the sequence. Due to poor
DNA sequencing, we can wrongly determine SNP positions. In other words, Nakamura
et al. declare that reads containing these motifs are prone to errors during the sequencing
process. After these reads’ motifs are sequenced, the further read segment differ in several
positions compared to the fragment of the original DNA.

In this thesis, we seek to discover motifs which lead poor DNA sequencing. Therefore,
we consider data produced by Illumina sequencing devices. We assume that certain DNA
sequences provoke errors in the sequencing progress. We introduce a statistical method to
identify such sequences. On the one hand, we hope to verify the results of Nakamura et al.
On the other hand, we want to derive further significant motifs which cause the same effect.

Using the resulting motifs, we can determine positions within the reference sequence
which are prone to read errors. We can take this knowledge into account for further analyses
(for example determining SNP positions) to avoid generating wrong results.

To summarize, identifying motifs that cause read errors and applying the results to fur-
ther analyses is an important step to increase the reliability of research results.

This thesis is organized as follows. In Chapter 2, we explain the biological background
which is necessary to understand the problem we analyse. Moreover, we describe two ma-
jor next NGS methods: first generation sequencing (or Sanger sequencing) as well as second
generation sequencing (or next generation sequencing). After that, we point out SNP call-
ing as an important application enabled by these technologies. In Chapter 3, we give an
introduction to statistical hypothesis testing. In particular, we explain the statistical Fisher’s
exact test. This mathematical background is necessary to understand the algorithm which
we develop in the next chapter. In Chapter 4, we first explain the results of Nakamura et al.
(2011) in detail. Sequence-specific errors cause false positive SNPs. All downstream anal-
yses therefore are erroneous, too. We explain the method of Nakamura et al. to identify
SSEs and point out its disadvantages. Next, we introduce our algorithm which is based on
Fisher’s exact test. Our algorithm discovers sequences that are likely to cause SSEs. We anal-
yse its time complexity. We furthermore apply the algorithm to reads which are provided by
Nakamura et al. and interpret the obtained outcomes. Finally, the last chapter summarizes
the results and gives an outlook to further research questions.

3





CHAPTER 2
Sequencing Technologies

DNA sequencing methods determine the nucleotide sequence within a DNA molecule. The
first sequencing techniques were developed around 1970. Since then, their efficiency has
continuously improved. As a result, Computer Science and other fields of research have
been confronted with new challenges in order to gain more knowledge about biological
processes. Here, we first introduce the required biological background. After that, the two
major sequencing methods are explained in Chapters 2.2 and 2.3. Finally, we describe in
Chapter 2.4 SNP calling as an important and famous application enabled by the sequencing
technologies.

2.1 Biological Basics

Deoxyribonucleic acid (DNA) is a molecule containing genetic information of living organ-
isms. It consists of two anti-parallel nucleotide strands and is located in every cell. Each
nucleotide is composed of a phosphate group, a sugar molecule and a nucleobase. The
phosphate and sugar components of each nucleotide are similar. Together they form the
backbone of a single DNA strand. There are four kinds of nucleobases in DNA: adenine (A),
cytosine (C), guanine (G) and thymine (T). Hence, we describe a single DNA strand by its
corresponding nucleobases.

We define a 5′ end (linking to the phosphate group) and a 3′ end (linking to its hydroxyl
group OH) with the order of the sugar’s carbon atoms for each molecule. Two linked nu-
cleotides are connected by these endings. For this reason, we identify a 3′ and a 5′ end for a
single DNA nucleotide strand. The 5′ end has a terminal phosphate group and the 3′ end has
a terminal hydroxyl group. Furthermore, we read a DNA sequence from the 5′ end towards
the 3′ end. Figure 2 shows a nucleotide with the base cytosine.

Depending on whether A, C, G or T is the base of a nucleotide, we also call the compo-
nent dATP (deoxyadenosine triphosphate), dCTP (deoxycytidine triphosphate), dGTP (de-
oxyguanosine triphosphate) or dTTP (deoxythymidine triphosphate). We sum up all terms
to dNTP (deoxyribonucleotide). The letter N is a place holder for the nucleotides. DNA
consists of two anti-parallel single strands which form a double helix. The base pairs A and
T as well as C and G can form a hydrogen bond between both strands. The strands are fur-
thermore in opposite direction to each other. Figure 3 shows an example schema for a DNA
helix. The corresponding nucleotide sequence is

5′ . . .T G A C A G G T T C A G . . . 3′

| | | | | | | | | | | |
3′ . . .A C T G T C C A A G T C . . . 5′

Since we know the corresponding partner for each nucleotide and can, at the same time,
identify a reading direction, a DNA sequence is equivalent to its reverse complement. For
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2.1. Biological Basics

 base (cytosin)

︸ ︷︷ ︸
phosphate

︸ ︷︷ ︸
sugar

Figure 2: The chemical structure of a nucleotide contains a phosphate and a sugar group as well as one of
four possible bases. The base of this nucleotide is cytosine. The 3-carbon of the sugar molecule
is next to the hydroxyl group (OH) and the 5-carbon is next to the phosphate group. Two
nucleotides bind at these positions. We can therefore define a 3′ and a 5′ ending of a nu-
cleotide strand. Reference: http://upload.wikimedia.org/wikipedia/commons/c/
cf/Desoxycytidintriphosphat_protoniert.svg, last access: August 15th, 2012

Figure 3: Two single DNA strands form a DNA helix. The phosphate and the sugar group of each nucleotide
build the backbones. The four colours within the helix represent the four kind of nucleotides. Thereby,
A (red) and T (blue) as well as C (yellow) and G (green) build compounds to form the helix. We
furthermore define a direction for each strand. Reference: http://thatscienceguy.files.
wordpress.com/2011/02/dna_uv_mutation.png, last access: August 12th, 2012

instance, we consider the first four nucleotides TGAC of the strand above in the usual read-
ing direction. The reverse complement is GTCAwhich refers, regarding the opposite reading
direction, to the left part of the strand as well.

A DNA polymerase is an enzyme that can add free dNTP to a single DNA strand. Thus it
transforms a single strand DNA to a new double stranded DNA helix. Since the polymerase
reads the single DNA from the 3′ ending to the 5′ ending, it incorporates the dNTPs in the
opposite direction and builds thus the reverse strand. Furthermore, a certain nucleotide
sequence marks the starting positions of a polymerase.

A single nucleotide polymorphism (SNP) is a variation of a base pair in a DNA sequence.
Comparisons between members of one species may show that two genomes differ in their
nucleotide’s base at the same position. Several reasons like inheritance or environment fac-
tors can cause this effect. SNPs are the most common genetic variation. Since DNA describes
genetic information of an organism, SNPs may cause a dysfunction within an organism.

The following chapters describe two widely used methods to determine the sequence of
nucleotides of a DNA sample. This is a basic requirement for further DNA analysis.
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2.2. First Generation

2.2 First Generation

Sanger et al. (1977) introduced a DNA sequencing method which paved the way to a sys-
tematic and relatively low-cost analysis of DNA data. It is known as Sanger sequencing or
first generation sequencing. Its major concept is to mark each kind of nucleotide of a DNA
sample. By evaluating the labels regarding the positions within the sample, we reconstruct
the nucleotide sequence.

To explain Sanger sequencing in detail, we first describe another method, that enables us
to make multiple copies of DNA strands. The polymerase chain reaction (PCR) is an artificial
version of the natural DNA replication, as it also uses DNA polymerases. First, we heat
a solution which contains double-stranded DNA. Thus, the DNA molecules split into two
single strands. Then, we add appropriate primers, short DNA pieces, to the solution. These
primers bind to certain spots on the DNA, so that we can determine the region that is to be
sequenced. Afterwards, we add polymerases that recognize these primers. They start read-
ing the strand at this position and build the complementary DNA strand by consecutively
adding the corresponding partner to each nucleotide. The polymerases use free dNTPs in
the surrounding solution and integrate them at the suitable positions. The primers are the
start sequences of the new strands that are created by this procedure. Finally, we repeat
these steps to produce more DNA copies (PCR amplicons). Since the newly synthesized
strands are also replicated, we can achieve an exponential DNA growth.

Sanger sequencing uses a modified PCR version. First, we divide the solution into four
portions. Subsequently, we apply PCR to it, but not only with conventional dNTPs, but also
with so-called ddNTPs (dideoxyribonucleoside triphosphate). These ddNTPSs work like
normal dNTPs. Polymerases can add them to a single DNA strand, but after that, a dNTP
makes the polymerase stop the further replication. We add one kind of ddNTPs (ddATPs
(dideoxyadenosine triphosphate), ddCTPs (dideoxycytidine triphosphate), ddGTPs (dide-
oxyguanosine triphosphate) or ddTTPs (dideoxythymidine triphosphate)) to each of the
four solutions. That means, the solution consists of dNTPs and of a small amount of certain
ddNTPs. Let us consider the solution containing ddATPs. During the replication process
polymerases will come to the point where they read the nucleotide T and therefore have to
incorporate the nucleotide A. They will choose either a dATP or a ddATP. If they choose a
dATP, they will insert it and continue the process. If they take a ddATPs, the duplication
stops. However, this is unlikely, as there a more dATPs in the solution. Since there are sev-
eral copies of the same DNA strand, we obtain fragments that differ in their lengths. All
pieces end with the nucleotide A. In summary, we obtain four solutions for each nucleotide
and every solution contains pieces of DNA that may differ in their lengths. These lengths
correspond to the positions of the certain nucleotide in the DNA sample.

After that, we apply a technique called polyacrylamide gel electrophoresis to the solutions. It
separates the DNA molecules according to their lengths. Furthermore, it visualizes the result
by identifying the molecules within a gel band. The position within the band depends on the
DNA length. Applying it to each solution, we obtain the relative positions of each nucleotide
in the DNA sample. By combining the results we get one sequence of nucleotides. The
complementary sequence is the result we are looking for, namely the nucleotide sequence of
the DNA sample.

Several improvements have been developed for Sanger sequencing. For example, the
method to visualize and derive the sequence with the polyacrylamide gel electrophoresis
has been modified. Basically, this technique allows to acquire sequences, so-called reads,
with a length of up to 1000 bases.
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2.3. Second Generation

2.3 Second Generation

Shendure and Ji (2008) point out that Sanger sequencing, as described in the previous para-
graph, has some disadvantages. The required equipment needs much space as well as much
time to produce results. Gel bands to determine the DNA length, for instance, need much
space to work and much time for the result evaluation. These factors restrict the degree of
a parallel operation mode during DNA’s sequencing. Therefore, technologies called second
generation sequencing (or next generation sequencing) have been developed to improve the effi-
ciency of analysis by taking advantage of parallelisation. Second generation sequencing has
been implemented in several commercial products, like 454, SOLiD or the Solexa technology.
These methods basically follow the same workflow idea, but differ in particular biochemical
procedures and the way the flow cell (that is a slide which contains the considered DNA) is
created. Since we analyse data produced by this technique, we restrict the following de-
scription to the Solexa method. The common idea is to ensure high effectiveness by both
an iterative procedure for the nucleotide reading and considering a high number of DNA
fragments in parallel.

First, we fragment the DNA sample that we want to analyse into small pieces and ligate
adapters to both ends of the fragments. After that, we attach the single-stranded fragments
to the flow cell. Afterwards, we use bridge PCR to make multiple fragment copies. Bridge
PCR is a PCR modification and ensures that the duplicates remain near the point of origin. In
this approach, the DNA bends over to primers on the flow cell, so that both ends are tethered
to the flow cell’s surface. An enzyme causes that the single stranded bridges expand to
double stranded bridges. These bridges are then split up again into two DNA strands. Thus,
we obtain several duplicates in close vicinity of the origin DNA fragment. A repetition of
this procedure leads to dense fragment clusters of single stranded DNA on the flow cell.
A cluster consists of approximately 1000 DNA strands. Moreover, a flow cell can contain
several million clusters. In the next step, we determine the nucleotide sequence of each of
these clusters.

Evaluating a flow cell’s DNA is similar to the principle of Sanger sequencing. We use so-
called reversible terminator bases (RT-bases) instead of ddNTPs. Like ddNTPs, RT-bases can
be incorporated during PCR and stop the reaction. Furthermore, they contain a base-specific
dye with which we can detect the current nucleotide. An enzyme can turn a RT-base into a
normal nucleotide.

Determining a nucleotide sequence is an iterative procedure. First, we add RT-bases as
well as polymerases to the flow cell. The polymerases integrate the RT-bases into the ap-
propriate position of the single stranded DNA. Second, we wash away all RT-bases, that are
not attached to a strand. Each DNA strand consequently has a RT-base at its end. After
that, we take a picture of the flow cell. Since the RT-bases have a nucleotide specific dye, we
thus determine the current nucleotide of each strand. Finally, we add an enzyme to convert
all RT-bases into normal nucleotides. By repeating this procedure and by evaluating each
image, we obtain a read of each DNA strand on the flow cell. This procedure is also called
Base calling. We ensure with the bridge PCR, which we describe above, that the DNA copies
produce a strong light signal. This light allows us to take a clear picture in every iteration
step.

Although the principle of determining the nucleotide sequence is similar to Sanger se-
quencing, we achieve a higher throughput by considering several million DNA strands at
the same time. Furthermore, the sequencing costs are much lower than the costs of Sanger
sequencing. Note that in contrast to Sanger sequencing we cannot determine the start of the
strand that is attached to the flow cell. Moreover, the second generation techniques have also
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2.4. SNP calling as an Application

some disadvantages. The read length of about 100 bases is much shorter than the length of
reads which are produced by Sanger sequencing. Furthermore base-calls are less accurate.
However, for large scale applications we usually use the second generation technique.

2.4 SNP calling as an Application

As described in the introduction, one important application of next generation sequencing
methods is the identification of SNPs in a DNA sample. SNPs, substitutions in a DNA
strand’s nucleotide sequence, may cause genetic diseases. To gain a better understanding of
molecular processes in living organisms, the determination of SNP positions is an important
problem which researchers have to solve. This procedure is called SNP calling. NGS tech-
nologies offer new opportunities to reach this goal. Here, we present an approach which
is described by McKenna et al. (2010) and DePristo et al. (2011). They propose a pipeline
to modify raw NGS reads in order to gain more reliable data. For that, they develop the
Genome Analysis Toolkit (GATK). It consists of several tools to analyse and modify
NGS data and provides amongst other things SNP calling. In this chapter we explain its
SNP calling algorithm. We first describe the proposed pipeline and then explain the SNP
calling process in detail.

2.4.1 Pipeline

The proposed pipeline consists of four steps to obtain reads that are well prepared for further
analysis.

As described, NGS devices first fragment the DNA, that we want to analyse, into several
smaller fragments. In a next step, the fragments are copied by PCR. Raw reads are the
nucleotide order of the DNA fragment. Moreover, NGS devices produce a quality value for
each considered nucleotide. Proprietary quality values can be transformed into the standard
Phred quality score. The Phred quality score Qn for a nucleotide n is defined as

Qn =−10 · log10
(
Pr(error)

)
.

It estimates the probability of the base n to be wrongly determined by the NGS device. The
following table maps Phred quality scores to the corresponding error probabilities:

Phred quality score Pr(base wrongly called)
10 10%
20 1%
30 0.1%
40 0.01%
50 0.001%

For example, a Phred score of 20 corresponds to an error probability of 1%.
The pipeline considers raw reads which are produced by NGS devices. Several proce-

dures lead to a higher accuracy of data . The steps are:

Mapping As already described in the introduction, the mapping procedure is necessary to
reconstruct the read positions. Since we fragment the sample DNA into smaller frag-
ments, the position of each read within the original DNA is unknown. We align reads
whose corresponding nucleotide sequence is similar to a given reference sequence.
Mapping does not increase the data accuracy, but has to be the first step of the pipeline,
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2.4. SNP calling as an Application

as all further steps require the read positions. GATK does not support this process. To
perform this step, we have to use tools like BWA

(
Li and Durbin (2010)

)
.

Local realignment Insertions and deletions of nucleotide segments are present within the
sample DNA and lead to problems during SNP calling. Let us consider a deletion,
which means that a (contiguous) segment of nucleotides does not appear in the sam-
ple DNA, but only in the reference DNA. The mapping process should consider this
fact: no part of a read should be mapped against this part of the reference sequence,
since it does not exist in the sample DNA. However, this is often the case. As a conse-
quence, mismatches in these reads wrongly appear near the deletion’s position which
can lead to problems during SNP calling. The local realignment step transforms reads
with such false positive mismatches into clean reads containing an appropriate con-
sensus deletion. For this, GATK uses information of the whole set of aligned reads to
minimize the number of mismatches in such critical DNA sections. In contrast to this,
mapping algorithms consider each read separately and are thus not able to minimize
the mismatch numbers from a global point of view.

Duplicate marking Duplicates are multiple reads which are derived from only one DNA
fragment. They occur for two reasons: on the one hand, PCR makes several copies
of DNA fragments during the sequencing process. Since each PCR amplicon leads to
a read, we obtain more than one read for a original DNA fragment. These reads are
called PCR duplicates. On the other hand, being imprecise during Base-Calling causes
optical duplicates. During the Base-Calling process, NGS devices produce pictures of
clusters which correspond to read nucleotides. Thereby, one cluster can accidentally
be treated as multiple adjacent clusters. Consequently, we artificially generate more
reads than necessary. Both kinds of duplicates do not give any additionally evidence
for or against a mutation. Identification of duplicates is the next step of the pipeline.
It is thereby possible to ignore them in the further analysis. Like the mapping process,
GATK does not support this step. We have to apply tools like picard

(
Li et al. (2009)

)
to the data.

Base quality recalibration The quality score describes the probability of a nucleotide to be
wrongly called. For a set of aligned reads, we calculate its empirical quality. For each
quality value, we count the number of corresponding mismatches in the reads and
divide this number by the number of considered bases. GATK’s recalibration algo-
rithm adjusts amongst other things the reported quality values concerning the empir-
ical probabilities. Due to this, the derived quality values, which are used for the SNP
calling algorithm, becomes more accurate.

The developers of the pipeline mention that it is possible to change the order of the last
three steps. Due to empirical reasons, they propose this order.

To summarize, the pipeline starts with raw reads produced by NGS devices. It aligns the
reads and performs several procedures that increase their accuracy: reads near insertions
and deletions are re-mapped to avoid false positive mismatches. Furthermore, read dupli-
cates, which do not give evidence for or against a mutation within the sample DNA, are
marked, since they effect the further analysis in a negative way. Quality values are used for
GATK’s SNP calling algorithm and are therefore need to be improved. GATK’s SNP calling
algorithm can be applied to this data. In the next section we explain this algorithm in detail.
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2.4. SNP calling as an Application

2.4.2 Algorithm

As mentioned in the introduction, SNP calling is an important application of NGS tech-
niques, since we can thereby determine DNA regions which contain diseases-causing mu-
tations. GATK’s SNP calling algorithm first estimates the nucleotide sequence of a sample
DNA. Afterwards, it compares the predicted bases to a reference sequence. The found dif-
ferences are potential SNPs.

We introduce to some notation to describe the algorithm. We call a position in a genome
a locus (plural loci). A pileup is one column of a given set of read’s alignments. A pileup
therefore refers to one locus in the genome. It contains the reference nucleotide and the ap-
propriate read’s nucleotides which are mapped to this position. The SNP calling algorithm
can only be applied to genomes, where the DNA is present two times in each sample’s cell.
This is, for example, the case for humans. Consequently, one locus refers to two positions
of two different DNA molecules. We therefore consider two nucleotides for a genome posi-
tion, one for each DNA copy. These nucleotides can either differ or be equal. A genotype for
a locus consists of both nucleotides. Due to the four bases, we obtain ten different possible
genotypes:

〈AA〉,〈AC〉,〈AG〉,〈AT〉,〈CG〉,〈CT〉, 〈CC〉,〈GG〉,〈GT〉 and 〈TT〉

The algorithm iteratively considers all genome positions. Concerning the current corre-
sponding pileup D, it estimates the probability Pr(G | D) for each genotype G. The term
describes the probability of genotype G given the observed pileup D. Afterwards, the most
likely genotype is reported, as it is supposed to be the true one. Since we cannot calculate
the term directly, we apply Bayes’ theorem and obtain

Pr(G | D) =
Pr(G) ·Pr(D | G)

Pr(D)
. (2.1)

The probability Pr(G) is a prior likelihood for the genotype G. We define three different
kinds of genotype categories and assign empirical probabilities to them. A genotype can be

• a heterozygous genotype: The two genotype’s nucleotides differ. At most one nu-
cleotide is equal to the nucleotide at the reference locus. We assign Pr(G) = phet to
it. The algorithm uses phet = 10−3 by default setting.

• a homozygous reference genotype: the two nucleotides are equal to the nucleotide at the
reference locus. We assign Pr(G) = 1−3 · phet/2 to it.

• a homozygous non-reference genotype: Both nucleotides of the genotype differ in the
nucleotide at the reference locus. We assign Pr(G) = phet/2 to it.

We consider a locus with a reference nucleotide A. Consequently, 〈AA〉 is a homozygous
reference genotypes. Furthermore

〈AC〉,〈CG〉,〈CT〉,〈AG〉,〈GT〉 and 〈AT〉

are heterozygous genotypes. The rest, 〈CC〉,〈GG〉 and 〈TT〉, are homozygous non-reference
genotypes.

The value Pr(D) in Equation (2.1) is the probability of the current pileup D. It can be ig-
nored, since it is constant over all genotypes. We are not interested in the concrete equation’s
value, but in the maximum value over all genotypes.

The probability for the pileup D given a genotype G is described by Pr(D |G) and appears
also in Equation (2.1). To calculate this probability, we apply an independent base model
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2.4. SNP calling as an Application

approach: we assume that all bases of the pileup are independently mapped. We thereby
compute the probability Pr(b | G) of the base b for a supposed genotype G. We multiply the
probabilities for each base to compute the probability Pr(D | G). Thus, it is

Pr(D | G) = ∏
b∈D

Pr(b | G).

Furthermore, the probability of a base b under the condition of a supposed genotype
G = 〈a1,a2〉 is

Pr(b | G) = Pr
(
b | 〈a1,a2〉

)
=

1
2
·Pr(b | a1)+

1
2
·Pr(b | a2).

We calculate the arithmetic means to estimate the probability of observing the base b for
the given nucleotides a1 and a2 of the genotype G. We compute the required probabilities
Pr(b | a1) and Pr(b | a2) by

Pr(b | ai) =

{
e/3 b 6= ai

1− e else.

The term e is the inverse Phred score of the base b. It is thus the probability of a wrong
base call. The nucleotide ai can either be A, C, G or T. Hence, we consider three cases with
b 6= ai. The sum of all probabilities is (1−e)+3 ·e/3 = 1. Only bases with a sufficient quality
score are included in the calculation. The minimum Phred score considered by the algorithm
is set to 17 by default.

We apply Equation (2.1) for all possible genotypes. The most probable one is reported.
The probability has to exceed a threshold, otherwise we cannot estimate a reliable genotype
for the considered locus. In the next step, the algorithm identifies loci where the genotype
differs from the reference sequence. Thereby, we obtain two kind of SNPs: homozygous
SNPs differ in both DNA copies of the sample, while heterozygous SNPs only differ in one
DNA copy.

In this chapter we introduce the biological background as well as next generation sequenc-
ing methods. We explain first and second generation sequencing technologies and point
out the corresponding advantages and disadvantages. Moreover, we emphasize the impor-
tance of these techniques by describing SNP calling as an famous application. We explain
a pipeline, proposed by McKenna et al., as well as GATK’s SNP calling algorithm. In the
following chapters we describe a error profile of a NGS device which is called a sequence-
specific errors. Such errors lead to false positive SNPs, since the SNP calling algorithm does
not consider this fault. The error is caused by certain sequences. We will describe a method
to identify such critical sequences. Thereby, we can identify genome positions which are
prone to this error. For this, we will first introduce the necessary mathematical background.
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CHAPTER 3
Mathematical Foundations

Here, we explain the mathematical background for the further chapters. We describe statisti-
cal hypothesis testing in general and underline Fisher’s exact test in particular. We use non-
biological examples to emphasize how important and powerful these mathematical tools
are.

3.1 Statistical Hypothesis Testing

Statistical hypothesis testing is about the analysis of empirically collected data. In particular,
it is about the question whether data provides enough evidence to reject an assertion. The
hypotheses are proposed before the data exploration.

For instance, let us consider an urn which contains red and black balls. Although we
cannot have a look into the urn, we suppose that more than one tenth of these balls is red.
One possible way to check whether we are right and to determine the ratio of red and black
balls is the following procedure.

First, we propose a hypothesis about the ratio of the balls. Then, we draw a sample,
meaning we take a certain number of balls out of the urn. Finally, we check with a statistical
procedure whether the sampled balls support our assumption. We reject the hypothesis if it
is necessary. Such a proceeding is called hypothesis testing.

We can compare it to a court case. We assume the defendant’s innocence (the proposed
hypothesis), unless there is strong evidence to reject it meaning that the accused is guilty
(rejecting the hypothesis).

According to that, we can act on the assumption that at most one tenth of the balls in the
urn is red until we have significant evidence for the contrary. Let r ∈ [0,1] be the ratio of
red balls in the urn. If we draw balls and put them back into the urn, the value r describes
also the probability of drawing a red ball. The assumption of innocence, also called null
hypothesis, is H0 : r ≤ 0.1. The alternative hypothesis is H1 : r > 0.1. We perform a statistical test
for our assumption. We draw 100 balls from the urn and count the red ones. If we draw
more than 12 red balls, we take this as sufficient evidence for refusing the null hypothesis
as well as accepting the alternative one. That means, if we draw more than 12 red balls, we
conclude that more than one tenth of the balls is red.

This procedure is of course not very believable, as we could accidentally make a mistake.
The threshold of 12 red balls is arbitrarily chosen. However, it is a statistical test and the first
approach to reject the null hypothesis. To achieve more accurate results, we describe in the
following a improved test strategy.

The following formal definition of a statistical test is based on the book of Matthias Schu-
bert (2007, chap. 26). We assume an appropriate probability space. The parameter that we
want to analyse is the ratio r of red balls in the urn.

13



3.1. Statistical Hypothesis Testing

Definition 1 (Statistical test). Let X be a random variable with range χ . Let ϑ be a parameter and
Θ the set of all possible values of ϑ . A statistical test consists of

• a partition of Θ in two non-empty, disjoint subsets Θ1 and Θ2:
Θ = Θ1∪Θ2 and Θ1∩Θ2 = /0,

• a null hypothesis H0 and an alternative hypothesis H1,
we want to test:
H0 : ϑ ∈Θ0 versus H1 : ϑ ∈Θ1,

• a test statistic T: χ → R,

• a rejection region R⊂ R.

In the example above we can identify the value r with ϑ , which is the parameter we
want to analyse. Therefore, it is Θ = [0,1]. We do not know the real percentage of red balls
in the urn and therefore consider each possible value. Furthermore, it is Θ0 = [0,0.1] and
Θ1 =]0.1,1], which implies Θ = Θ0∪Θ1.

We want to test whether r ∈ [0,0.1] or r ∈]0.1,1]. That describes the null hypothesis as well
as the alternative hypothesis.

We execute our 100-time ball-drawing experiment. The random variable X assigns a bit-
string of the length 100 to an experiment. A set bit (1 in the bitstring) at position i of the
bitstring means that we draw a red ball in the i-th try. An unset bit (0 in the bitstring) at po-
sition i of the bitstring means that we draw a black ball in the i-th try. Therefore, the range
of X is the set of all possible bitstrings that are 100 bits long.

A test statistic T is a function, by means of which we can decide whether the null hypoth-
esis is plausible or not. Here, the test statistic assigns a bitstring to its number of set bits.
In other words, the test statistic gives the number of drawn red balls of our ball-drawing
experiment. Assuming the null hypothesis is true, we can calculate the test statistic’s distri-
bution. The variable r ranges from 0 to 0.1 under the null-hypothesis. We decide to analyse
the most extreme case with r = 0.1. In other words, it is H0 : r = 0.1. We can do that, as the test
statistic follows under a true null hypothesis a binomial distribution Br,n(k) with appropriate
monotonic properties. We consider a binomial distribution, since our experiment consists
of several similar sub-experiments (drawing a ball) which have exactly two possible results
(red or blue ball). Therefore, it is

PrH0

(
T (X) = k

)
= Br,n(k) =

(
n
k

)
· rk · (1− r)n−k.

with r = 0.1 and n = 100. In our example, the test statistic follows a binomial distribu-
tion. However, in general, the distribution of a test statistic may be unknown and has to be
approximated.

The distribution is shown in Figure 4. Obviously, it is most likely to draw around 10 red
balls out of the urn, as the expected value is IE(X) = n · r = 10.

In general, there are two types of test problems. For a given value µ ∈Θ, a test of the form

H0 : ϑ = µ vs. H1 : ϑ 6= µ

is called two-sided test. A test like

H0 : ϑ ≤ µ vs. H1 : ϑ > µ or H0 : ϑ ≥ µ vs. H1 : ϑ < µ

is a one-sided test. Obviously, our example is about a one-sided test with µ = 0.1.
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Figure 4: The number of red balls, which we draw during our 100-time ball-drawing experiment, follows a
binomial distribution under a true null hypothesis. The distribution’s parameters are derived from
the null hypothesis which is supposed to be true. The probability r for drawing a red ball is 0.1 and
the number n of experiments is 100. The expected value is therefore IE(X) = n · r = 10.

We define the rejection region R = {13,14, . . . ,100}. If we draw more than 12 red balls, we
assume it as strong evidence against the null hypothesis. In general, we define a rejection
region as

R := {y : y > c} for all y = T (x) and for a constant c.

The problem is to find an appropriate test statistic and a critical value c. We carry out our
experiment (which means that we draw 100 balls from the urn) and receive a concrete value
x of red balls. Using the following decision rule we can determine whether we do or do not
reject the null hypothesis.

x ∈ R =⇒ reject H0

x /∈ R =⇒ do not reject H0

As already mentioned, our test is hardly convincing, as we could accidentally make a mis-
take. We could, for example, draw 13 red balls, although indeed only one tenth of the balls
in the urn is red. Consequently, we would reject the null hypothesis (as x = 13 ∈ R) although
it would be wrong. Assuming the null hypothesis is true and applying the cumulative dis-
tribution function (CDF)

PrH0(X ≤ k) = FX(k) =
k

∑
i=0

Br,n(k)

(with r = 0.1,n = 100), we can estimate this error’s probability as follows:

PrH0(x ∈ R) = PrH0(X ≥ 13) = 1−PrH0(X ≤ 12)≈ 0.198

In other words, if one tenth of all balls in the urn is red and nine tenth are black, the
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3.1. Statistical Hypothesis Testing

retain H0 reject H0

H0 true X type I error
H0 false type II error X

Table 1: Four possible outcomes for hypothesis testing. The left column describes the real world, while the
topmost row describes the test decision. Consequently, two kinds of errors can appear.

probability of drawing more than twelve red balls out of 100 drawings and thus, of wrongly
rejecting the null hypothesis, is about 19.8%. This value emphasizes that our test needs to
be improved.

We call this error a type I error. There are four possible outcomes for hypothesis testing
which are shown in Table 1.

More formally and according to Wasserman (2004), we can define :

Definition 2 (Level). The power function of a hypothesis test with rejection region R and param-
eter ϑ is

β (ϑ) = Prϑ (X ∈ R).

The size of a test is defined to be
sup

ϑ∈Θ0

β (ϑ).

A test is said to have level α if its size is less than or equal to α .

The size of a test is the highest probability of refusing H0 by accident. To improve our test,
we give it a level of 5%. We need to adapt the rejection region:

sup
ϑ∈Θ0

β (ϑ)≤ α

⇔ Pr(X ≥ k)≤ 0.05

⇔ Pr(X ≤ k−1)≥ 0.95

⇔ k = 16

In other words, to give the example test a level of α = 5%, we need to set the rejection
region to Rα = {16,17, . . . ,100}. Therefore we can reject the null hypothesis when we draw
at least 16 red balls. Drawing 13 red balls would no longer be sufficient to reject the null
hypothesis.

Note that in this example we consider a rejection region only on the right side of the
distribution in Figure 4, since R reaches from k = 16 till k = 100. Situations with a rejection
region only on the left side as well as a rejection region on both sides are also conceivable.
This often depends on whether we have a one- or two-sided hypothesis test. Moreover,
we know the distribution of our test statistic. That is not always the case. The subsequent
analysis uses then a approximation of the test statistic distribution.

Until now, we calculate a realisation of the test statistic. After that, we ask whether the
test rejects H0 for a given level α . Of course, we can ask this question for every meaningful
α . In general, if a statistical test rejects the null hypothesis at level α ′ , the test rejects it at
level α > α ′, too. The rejection region becomes smaller, when the level α decreases. The
p-value is the smallest level α , at which the test would reject H0. Figure 5 illustrates the idea
of p-values by showing a cut-out of the distribution which is pictured in Figure 4. Suppose
we draw 12 balls, so the test statistic realisation is t = 12. There are the levels α and α ′ as
well as the corresponding rejection regions. As already mentioned, a level of α = 0.05 leads
to a rejection region Rα = {16,17, . . . ,100}. The p-value is the level with the smallest rejection
region, so that the null hypothesis is rejected for the given t = 12.
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3.1. Statistical Hypothesis Testing

Figure 5: The distribution cut-out for the number of drawn red balls points out the idea of p-values. The
levels α and α ′ match to corresponding rejection regions. As described above, the rejection region
for level α = 0.05 is Rα = {16,17, ...,100}. If the test already rejects at level α ′, it also rejects at
level α > α ′, since the region becomes smaller when the level’s size decreases. Concerning the test
statistic realisation t = 12, the p-value is the smallest level at which the null hypothesis is rejected.

We can define it as follows:

Definition 3 (p-value). Let X be a random variable. Moreover, we have a level α test with rejection
region Rα for every α ∈ (0,1). Then, the p-value p is

p = inf{α : T (X) ∈ Rα}.

Like Definition 2, this definition originates from the book of Wasserman (2004).

Assuming the null hypothesis is true, the p-value is the probability of obtaining a reali-
sation t of a test statistic T that is at least as extreme as the one we observe. According to
which test statistic side we consider, we compute in general the p-value by

pleft = PrHO(T ≤ t) and pright = PrHO(T ≥ t),

with PrHO(x) := supθ∈H0
Prθ (x).

For a two-sided test, the p-value is p = min(pleft, pright). More informally said, the p-value
measures the evidences against H0: the lower the p-value, the more implausible is H0. The
p-value does not calculate the probability of the null hypothesis for given data. It computes
the probability of data for a given true null hypothesis. That is the probability under H0 to
get the estimated result or a more extreme one than we observe. We usually see a p-value
less than 0.05 as a strong evidence against H0.

In our example, the p-value for the realisation t = 12 is the probability of drawing 12 or
more red balls. It is therefore a right-sided p-value. Since we can draw at most 100 red balls,
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3.1. Statistical Hypothesis Testing

Hypothesis testing with
fixed significance level p-value calculation
• propose H0, H1 • propose H0, H1

• derive test statistic • derive test statistic
• define significance level and

rejection region
• execute experiment and ob-

tain test statistic realisation t
• execute experiment and ob-

tain test statistic realisation t
• compute p-value p with t

• decide rejection of H0 with t • decide rejection of H0 with p

Table 2: Comparison of two hypothesis testing methods: the left side shows the procedure with a fixed signif-
icance level, the right side with a p-value calculation. The decision whether H0 is rejected depends
either of the test statistic realisation t or of the p-value p.

we can sum the probability of each event:

p = PrH0(X = 12)+PrH0(X = 13)+ . . .+PrH0(X = 100)

= Br,n(12)+Br,n(13)+ . . .+Br,n(100)

≈ 0.3

with r = 0.1 and n = 100. As we have expected, the p-value does not give any evidence
for an improbable null hypothesis, since it is too high.

Table 2 points out the two procedures. One procedure uses a fixed significance level and
another procedure computes a p-value. In the first case the decision of rejecting the null
hypothesis directly depends on the test statistic realisation. In the second case, we first
calculate the p-value that is based on the test statistic realisation. Afterwards, we use the
p-value as the determining factor.

Assuming a true null hypothesis, the p-value is uniformly distributed for continuous test
statistics. According to the definition, we can compute the p-value with the cumulative
distribution function (CDF) FT of the test statistic T .

It is
pleft = PrH0(T ≤ t) = FT (t) and pright = PrH0(T ≥ t) = 1−FT (t).

We can propose the following lemma, which gives a conclusion for the cumulative distri-
bution function FT and therefore also for the p-values. The lemma’s proof is based on the
lecture notes of Zucchini et al. (2004).

Lemma 4. Let T be a continuous test statistic derived from a true null hypothesis with a contin-
uous strictly monotonic differentiable CDF FT . Then, the random variable P = FT (T ) is uniformly
distributed in the interval [0,1].

Proof. First, we show that the cumulative distribution function for P is a line through the
origin:

FP(p) = Pr(P≤ p) = Pr
(
FT (T )≤ p

)
= Pr

(
F−1

T

(
FT (T )

)
≤ F−1

T (p)
)

= Pr
(

T ≤ F−1
T (p)

)
= FT

(
F−1

T (p)
)
= p

The next to last transformation uses the equation Pr(T ≤ k) = FT (k). Note that the inverse
function F−1

T exists, as FT is bijective.
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Figure 6: The first row shows continuous and discrete cumulative distribution functions (green) and proba-
bility density/mass functions (red). On the left side some test statistic realisations are marked on the
t-axis. The corresponding values on the p-axis depend on the CDF. The second row points out the
CDF of the random variable P. Since the CDF is a line through the origin in the continuous case,
the p-value follows an uniform distribution.

In the second step, we conclude that the probability density function f is uniform. The
function FP is differentiable, therefore its derivative is the function f :

f (p) = F ′P(p) = 1.

That means the random variable P follows an uniform distribution.

The random variable P = FT is uniformly distributed. Since we moreover derive p-values
from P, they are uniformly distributed as well. Figure 6 (left top) shows a continuous cumu-
lative distribution function and illustrates the lemma. Two realisations t0 and t1 of the test
statistic are suggested on the t-axis. The resulting values for the CDF FT are plotted as well.
The corresponding y-values p0 and p1 are shown on the p-axis. These values represent the
realisation of the uniformly distributed variable P.

The p-value itself is defined as a value of a cumulative distribution function. Moreover,
we analyse the CDF of the p-value distribution in the lemma’s proof. We see the p-value’s
CDF in Figure 6 on the left side at the bottom. It is a line through the origin as we have
shown in the first step of the proof.

Consequently, the p-value calculation under a valid H0 is like a random draw from a
uniform distribution in the interval [0,1]. If the null hypothesis is wrong, the p-values tend
towards 0.

If we consider not a continuous, but a discrete test statistic T , we can only draw the weaker
conclusion that the cumulated p-values lie on a line through the origin. To show this, we
apply the first part of the proof by modifying the cumulative distribution function FT .

As Figure 6 in the top right-hand corner illustrates, a discrete test statistic’s CDF is a step
function. There is no inverse function to a step function, as it is neither injective nor surjec-
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3.1. Statistical Hypothesis Testing

tive. On the one hand, points between two concrete test statistic realisations are assigned to
the same value in the range [0,1]. And on the other hand, points on the p-axis between two
step function levels are not assigned to a test statistic realisations. For this reason, the proof
of Lemma 4 fails for the discrete case. Therefore, we restrict the domain and range of the
CDF to make it bijective, and therefore also invertible.

Definition 5 (modified CDF). Let T be a discrete test statistic. The set W consists of all possible
realisations of T . The modified CDF (mCDF) F̃T : W → P is given by

x 7→ ∑
y∈W :y≤x

Pr(X = y)

with

P =

{
y : y = ∑

k≤x
Pr(X = k), k ∈W , ∀x ∈W

}
.

The domain W is the set of all possible test statistic realisations. The range P is the set of
all possible CDF’s values.

Figuratively speaking, the modified CDF restricts the domain and the range of the corre-
sponding CDF in so far, as it considers only the first value of every level in the step function.
In other words, we can uniquely map the p-value to test statistic realisations and vice versa.
We are now able to propose the following lemma.

Lemma 6. Let T be a discrete test statistic derived from a true null hypothesis H0 with a mCDF F̃T .
Let P be the random variable P =F̃T (T ). For every realisation t of T with p =F̃T (t) it is FP(p) = p.

Proof. Consider the first step of the proof of Lemma 4 and substitute FT with F̃T .

For the discrete case, the p-value distribution is discrete as well. Consequently, the cor-
responding CDF is a step function. The function’s levels are below the line through the
origin. According to Lemma 6, only the considered p-values lie on this line. Figure 6 on the
right side at the bottom illustrates this conclusion. To sum it up, we propose the following
corollary:

Corollary 7. Let F : R→ [0,1] be the CDF of a discrete p-value’s function. Let V be the set of all
corresponding p-values. Then it is for all x ∈ R

F(x)

{
= x, x ∈V
< x, x 6∈V.

Thus, in the discrete case, the probability mass function is not uniform.
We can assign every test statistic realisation to a p-value by calculating the value of the

cumulative distribution function. The test statistic realisations follow a distribution. Hence,
the p-values follow the same distribution. In other words, we can assign a p-value to a test
static realisation, a test statistic realisation to probability, and thus, a p-value to a probability.

If we assume a discrete test statistic, we conclude two statements. On the one hand, the
p-values follow the same probability mass function as the test statistic realisations. On the
other hand, Lemma 6 outlines that the values of the cumulative distribution function are on
a line through the origin. This is only the case, if we apply p-values to the CDF. For all other
values, the CDF is under the line through the origin.
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In this chapter we give an introduction to the idea of hypotheses testing. It is about the
question whether data provides enough evidence to reject a hypothesis. For this, we de-
scribe the process of statistical tests and explain the concept of p-values. In the following
chapter, we draw a conclusion about the composition of two or more cumulative distribu-
tion functions of p-values.

3.2 Composed Statistical Tests

Suppose we apply two different statistical tests F and G to the same data. These tests cal-
culate p-values for hypotheses that we propose for the given data. We assume that the
obtained p-values follow the probability mass functions f and g. The functions’ domain is
the set of possible p-values and the functions’ range is the set of probabilities to which the
p-values are assigned. The functions are for instance

f : P′→ [0,1], g : P′′→ [0,1] with

f (x) =



1/5 if x = 1/5,
1/5 if x = 2/5,
2/5 if x = 4/5,
1/5 if x = 1,
0 otherwise,

and g(x) =



1/10 if x = 1/10,
2/10 if x = 3/10,
3/10 if x = 6/10,
4/10 if x = 1,
0 otherwise.

The statistical test F computes the p-values 1/5, 2/5, 4/5 and 1. We therefore obtain
P′ = {1/5,2/5,4/5,1}. The p-value 4/5, for instance, has a probability of 2/5. The sum
of all probabilities of the function f and g is equal to 1. Thus, they are indeed probability
mass functions for p-values.

For both corresponding CDFs F and G the domain is equal to R and the range is equal to
the interval [0,1]. According to the usual CDF’s assignment rule, we conclude

x 7→ ∑
y≤x

Pr(X = y)

⇔ x 7→ ∑
y≤x

f (y) (3.1)

(where f is a probability mass function) and thereby obtain

F , G : R→ [0,1] with

F(x) =



0 if 0≤ x < 1/5,
1/5 if 1/5≤ x < 2/5,
2/5 if 2/5≤ x < 4/5,
4/10 if 4/5≤ x < 1,
1 if 1≤ x,

and G(x) =



0 if 0≤ x < 1/10,
1/10 if 1/10≤ x < 3/10,
3/10 if 3/10≤ x < 6/10,
6/10 if 6/10≤ x < 1,
1 if 1≤ x.

The cumulative distribution functions are step functions whose levels lie under the line
through the origin. According to Corollary 7 only the p-values derived from the two test
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Figure 7: The two CDFs for the p-values, which are derived from the statistical tests F (red) and G (green), are
step functions. The p-values lie on the line through the origin (blue). The levels of the step functions
lie under this line.

statistics lie on this line. For example, if we apply the CDF of F to the p-value 1/5, we get
F(1/5) = 1/5. Hence the p-value lies on the line through the origin. Figure 7 shows the two
CDFs.

Suppose we want to apply a combination of both tests to the given data. Therefore we
first choose either the test F or the test G, each with a probability of 0.5. After that, we apply
the chosen test to the data. We can treat the combination of the tests F and G as a novel
statistical test C. The p-values follow an probability mass function c and originate from the
domains P′ and P′′ of the functions f and g. Hence, the domain of c is P = P′∪P′′.

We derive the following p-values’ assignment rule for the function c:

c : P→ [0,1] with

c(x) =
1
2
· f (x)+

1
2
·g(x)

The probability of each p-value is halved in comparison to its values in the original test
statistic. For instance, the p-value 2/5 has a probability of

Pr
(

X =
2
5

)
= c
(

2
5

)
=

1
2
· f
(

2
5

)
+

1
2
·g
(

2
5

)
=

1
10

,

which is the half of the original probability f (2/5) = 1/5.

We can derive the CDF C from the probability mass function c. Applying the definition,
we obtain R as the domain and [0,1] as the range of the CDF. It is furthermore

C : R→ [0,1] with

C(x) = ∑
y≤x

Pr(X = y).
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Figure 8: The dashed red CDF F and the dashed blue CDF G as well as the blue line through the origin are
also shown in Figure 7. The bold pink CDF C is derived from the statistical test C. The levels of this
step function lie between the levels of F and G. Point C lies for instance between the points G and
F. The pink CDF lies under the line through the origin. Only for the p-values 0 and 1, the CDF is
on this line, since both, F and G, consider these p-values.

Since Pr(X = y) equals c(y) = 0.5 · f (y)+0.5 ·g(y), we conclude for the assignment rule

C(x) = ∑
y≤x

Pr(X = y)

= ∑
y≤x

(
1
2
· f (y)+

1
2
·g(y)

)
=

1
2
·∑

y≤x
f (y)+

1
2
·∑

y≤x
g(y)

=
1
2
·F(x)+

1
2
·G(x). (3.2)

We use Equation (3.1) for the first transformation. A value of C is composed of the sum
of half of the corresponding value of F and half of the corresponding value of G. The CDFs
of F and G are step functions with several levels of certain heights. The CDF C of C is also a
step function, as it combines F and G. A value of C is the arithmetic mean of the values of
F and G. In other words, if we consider a point x on the levels F and G, the corresponding
value of C is in the middle of the free space between these levels.

Figure 8 illustrates the situation of several functions derived from statistical tests. The
CDF C of the composed test C is pictured as a bold pink graph. The levels of C lie exactly
between the levels of F and G. (The regions close to the p-values 0 and 1 are exceptions,
since the values of F and G are identical for this p-value. The derived composed CDF C is in
these points equal to these functions.) We consider for instance p = 0.6 for all three functions
and obtain the points F with F(0.6) = 0.4, G with G(0.6) = 0.6 and C with C(0.6) = 0.5. These
points are highlighted in Figure 8. As already mentioned, the y-value of point C is the
arithmetic mean of the y-values of the points F and G.
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3.2. Composed Statistical Tests

This is the case, since we choose F and G each with a probability of 0.5. If we apply other
probabilities p1, p2 ∈ (0,1) for the tests, C’s levels would either tend more to the levels of F or
to the levels of G. However, the levels of the step function C would still be located between
the levels of F and G.

If the p-values of F and G are pairwise distinct, we can conclude that the function C lies
under the line through the origin. It is even the case for p-values of C. This is because a
p-value of C originates either from F or G. The corresponding CDF of the p-value then lies
on the line, while the other CDF lies under it. Since the CDF C is exactly between these two
levels, it has to be under the line through the origin, too. Figure 8 illustrates this conclusion,
as the pink CDF lies clearly under the blue line through the origin. This does not conflict
Lemma 6 and Corollary 7. There, we only consider one statistical test, but no composed one.

We generalise the idea of composed statistical tests and prove a lemma stating that the
corresponding CDF lies under the line through the origin. For this, we introduce some new
notation. The composed test C now consists of more statistical tests, namely T1, . . . ,Tn. We
choose each test Ti with a probability of pi.

Furthermore, each test Ti leads to p-values ϕ(Ti) = {pi1 , pi2 , . . .}. The set of all p-values
derived from T1, . . . ,Tn is

V =
⋃

i

ϕ(Ti) =
⋃
i, j

pi, j.

The corresponding CDFs are T1, . . . ,Tn. We follow the same thought which lead to the
Equation (3.2) and obtain the CDF for C:

C : R→ [0,1] with

C(x) = ∑
i

pi ·Ti(x)

We propose the following lemma:

Lemma 8. Let T1, . . . ,Tn be statistical tests under a true null hypothesis with discrete CDFs T1, . . . ,Tn.
Moreover, we have the probabilities p1, . . . , pn with ∑i pi = 1 and pi ∈ (0,1). We define the composed
statistical test C as described above as well as the corresponding CDF C. The CDF is a step function,
since it is composed of the step functions T1, . . . ,Tn. For all x ∈ R, it is(

x ∈V =⇒ ∃T j : x /∈ ϕ(T j)
)

=⇒ C(x)< x.

Proof. We consider x ∈ R and obtain two cases. We use Corollary 7.

Case 1: x ∈V , that means x is a p-value =⇒ ∃T j : x /∈ ϕ(T j)
Cor.7
=⇒ Tj(x)< x =⇒

C(x) = ∑
i

pi ·Ti(x) = p1 ·T1(x)︸ ︷︷ ︸
≤x

+ . . .+ p j ·Tj(x)︸ ︷︷ ︸
<x

+ . . .+ pn ·Tn(x)︸ ︷︷ ︸
≤x

< p1 · x+ . . .+ p j · x+ . . .+ pn · x
= (p1 + . . .+ pn) · x
= x

Case 2: x /∈V , that means x is not a p-value Cor.7
=⇒

C(x) = p1 ·T1(x)︸ ︷︷ ︸
<x

+ . . .+ pn ·Tn(x)︸ ︷︷ ︸
<x

< p1 · x+ . . .+ pn · x = x
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3.3. Fisher’s Exact Test

The CDF derived from a composed statistical test lies under the line through the origin.
There is one exception: if all statistical tests (which are considered for the composed one)
calculate a common p-value, this p-value lies on the line through the origin. In the example
above the common p-values shared by the CDFs F and G are 0 and 1. Both CDFs assign
probabilities to this value. Figure 8 shows that the pink CDF lies on the blue line through
the origin for the value 0 and 1. For this, the lemma demands the condition

x ∈V =⇒ ∃T j : x /∈ ϕ(T j).

Thus, for every p-value which is derived from the set of statistical tests, there must be at least
one test that does not share this value. This condition ensures that the lemma is correct.

In this chapter we explain composed statistical test and give some important lemmas on
this subject. In the next chapter we introduce a concrete statistical test, called Fisher’s exact
test. Combining Fisher’s test with statements from the last chapters leads to our method to
identify critical error-causing DNA sequences.

3.3 Fisher’s Exact Test

In the previous chapter we explain the idea of hypotheses testing in general. Here we de-
scribe Fisher’s exact test. Data can be classified in different categories. If the data is a set of
balls, the balls can for instance be classified concerning their colour and size. Fisher’s exact
test analyses the independence of data characteristics. For example, it gives an answer to the
question whether red balls are bigger than black ones. Like in our example, the observations
(balls) are often divided into exactly two classes (colour and size) which can be described by
variables. We will restrict the following description to this case.

Fisher (1966, chap. 2.5) introduces his test by an example which is known as the Lady
Tasting Tea example. A lady claims that she can distinguish which beverage in a mix of
tea and milk has first been poured into the cup. To test her skills she participates in an
experiment. Eight mixed cups are prepared, four cups in which milk, and four cups in
which tea was filled in first. The lady is informed about this condition. She tastes the eight
cups in a random order and decide whether milk or tea was poured in first.

We can depict the result of the experiment by a 2×2 contingency table.

order of actual pouring︷ ︸︸ ︷
Lady says

{ Tea first Milk first

Tea first a b a+b
Milk first c d c+d

a+ c b+d n

The rows describe the eight decisions the lady makes while the columns portrait the actual
pouring order.

Since the lady knows that there are exactly four cups that were at first filled with milk
and exactly four cups which were at first filled with tea, she can conclude the values of the
marginal totals a+c and b+d. They are equal to 4. Furthermore, in order to achieve a correct
tea classification, she says exactly four times that a cup is first filled with milk and exactly
four times that a cup is first filled with tea. Consequently, she also knows the marginal totals
a+b and c+d. They are equal to 4, too. Moreover, the variable n describes the total number
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3.3. Fisher’s Exact Test

of considered cups. Here we consider n = 8 cups. The lady knows this variable, too. We can
construct the table for given marginal totals, if we know at least one table entry.

On the one hand, if the lady can taste the difference, we expect that variable b and c are
low, since they describe a classification error. At the same time, the values a and d should be
high, as they describe the number of correct calls. On the other hand, values a and c should
be about the same if she cannot differentiate between the cups. This is because she can only
guess if milk or tea was filled in first so that the probability to make a mistake is 50%. In
other words, if the lady cannot differentiate between the cups, the row’s entries are about
the same. The lady’s tea classification is independent of the real tea preparation.

For each cup, we consider the lady’s statement about the preparation as well as the actual
preparation. We therefore obtain two characteristics for each cup. From the characteristics of
all tea cups, we can derive the above described table. The decision whether both character-
istics are independent (meaning the lady cannot differentiate between the cup preparation)
is equivalent to the decision whether the table’s rows follow the same distribution. If the
lady can only guess with a probability of 50% whether tea was filled in first, the table’s rows
consequently should have the same distribution. In the following, we describe a statistical
procedure to analyse the row’s distribution.

For the evaluation of the experiment that we describe above, we assume that the lady
cannot taste a difference between the two kind of tea preparation (the table’s row follow
the same distribution). This is our null hypothesis which we want to test. It is necessary
to estimate the probability of the contingency table T under the null hypothesis, to decide
whether we should reject this assumption. The null hypothesis means that the two charac-
teristics (described by the rows and columns) are not correlated with each other. We expect
approximately the same relation of the lady’s answers for the two kinds of cups under the
null hypothesis. Assuming that the probability for receiving value a is p = Pr(A = a), and
the probability of c is q = Pr(C = c), the null hypothesis is H0 : p = q. The letters A and
C as well as B and D are random variables for the corresponding values. In other words,
the null hypothesis describes the assumption that the table’s row follow the same distribu-
tion. As mentioned above, this is equivalent to the decision whether the characteristics are
independent.

Furthermore, M f is a symbol representing the condition of the marginal totals

A+C = a+ c,B+D = b+d,A+B = a+b,C+D = c+d,n = a+b+ c+d

without the formula f . For instance, MA+C=a+c represents the listed condition of the marginal
totals without the formula A+C = a+ c.

We are interested in the probability of seeing values a under the assumption of fixed
marginal totals and the null hypothesis H0. If we know one table’s entry and have fixed
marginal totals, we can compute the other entries. Hence, the probability of the contingency
table T is

Pr(T |M,H0) = Pr(A = a |M,H0) = Pr(A = a,C = c |M,H0)

We consider the condition A+C = a+ c and conclude

Pr(A = a,C = c |M,H0) =
Pr(A = a,C = c,A+C = a+ c | H0,MA+C=a+c)

Pr(A+C = a+ c | H0,MA+C=a+c)
. (3.3)

We consider the numerator. The term A+C = a+ c follows from A = a and C = c. We can
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3.3. Fisher’s Exact Test

delete it without changing the probability. Therefore, we conclude

Pr(A = a,C = c,A+C = a+ c | H0,MA+C=a+c) = Pr(A = a,C = c | H0,MA+C=a+c)

Furthermore, the events A = a and C = c are conditionally independent given the condi-
tion MA+C=a+c. That allows us to calculate them separately. Consequently, we derive from
Equation (3.3) the following equation:

Pr(A = a,C = c |M,H0) =
Pr(A = a | H0,MA+C=a+c) ·Pr(C = c | H0,MA+C=a+c)

Pr(A+C = a+ c | H0,MA+C=a+c)
(3.4)

We consider the first probability of the numerator: the probability of value a can be de-
rived from the following urn example:

We consider the first row of the contingency table. We have all in all a+b balls (the margin
total for the row) that we have to split up into two urns. The urns represent the two columns.
The probability for putting a ball in the first urn is p and the probability for putting it into
the second urn is 1− p. The probability of putting exactly a balls in the first urn is therefore
pa · (1− p)b. This formula still considers the order of how the balls are placed into the urns.
Therefore we multiply this result with the number of possibilities and obtain the equation
for the probability of value a:

Pr(A = a | H0,MA+C=a+c) = pa · (1− p)b ·
(

a+b
a

)
.

We apply this thought separately to both terms of the enumerator of Equation (3.4). Since
we assume p = q, we apply this thought also to the numerator. That leads us to

Pr(A = a,C = c |M,H0) =
pa · (1− p)b ·

(a+b
a

)
· pc · (1− p)d ·

(c+d
c

)
pa+c · (1− p)b+d ·

( n
a+c

)
=

(a+b
a

)
·
(c+d

c

)( n
a+c

) .

The values in the contingency table follow a hypergeometrical distribution.
In the Tea-Tasting-example, a is the number of correct calls of cups where first tea was

filled in. It can therefore take 0,1, . . . ,4 as values. The distribution of the corresponding
probabilities is the test statistic. Hence, a value a is a test statistic realisation.

The outcome of the experiment can be every possible table with the given fixed marginal
totals. The value a, its probability Pr(a) and the corresponding p-value can be assigned to
each other. Table 3 lists all outcomes of the experiment.

Let us, for instance, suppose that the lady designates three times the correct order of the
tea preparation. The corresponding contingency table is:

order of actual pouring︷ ︸︸ ︷
Lady says

{ Tea first Milk first

Tea first 3 1 4
Milk first 1 3 4

4 4 8

The p-value is the probability of observing this or a more extreme table under the null

27



3.3. Fisher’s Exact Test

a Pr(a) p-value

0 1/70 2/70
1 16/70 34/70
2 36/70 1
3 16/70 34/70
4 1/70 2/70

Table 3: All possible outcomes for the Tea Tasting example. The first column describes the table entry a. All
other entries can be derived from it, as the marginal totals are fix.

hypothesis. A more extreme table means a table with a lower probability than the observed
one. For instance, the p-value of the table with value a= 3 is the sum of all table probabilities
with an equal or lower probability. Therefore,

Pr(0)+Pr(4)+Pr(1)+Pr(3) = 34/70

is the resulting p-value. Here we use the two-sided test, which means that we involve both
sides of the test statistic for the p-value calculation. For a one-sided p-value, we only sum
the table probabilities of tables with an equal or lower probability than the observed one, in
the direction that is specified by the one-sided test. For instance, the calculation of the right-
sided p-value for a = 3 is Pr(4)+Pr(3) = 36/70. We do not consider the values a = 0 and
a = 1, since they lie on the left side of 3.

Furthermore, a value of for example a = 4 means, that the lady guesses all eight tea prepa-
rations correctly for the given condition that four cup are first filled with milk and four cups
are first filled with tea. If the lady only guesses, the probability for this event is 1/70. This
means, she has a chance of approximately 2% to guess all eight tea preparations correctly.

Moreover, if the lady estimates all four tea preparation correctly (cup where first tea was
filled in), the corresponding p-value of 2/70 is low enough (normally, as it depends also on
the circumstances) to reject the null hypothesis. There is enough evidence to believe that the
lady can differentiate between tea and milk to be filled in the cups first.

To summarize, the p-value of Fisher’s exact Test gives evidence whether the lady can esti-
mates the tea preparation correctly. This decision is based on whether the table’s row follow
the same distribution. As mentioned above, this is equivalent to the question whether the
two characteristics (lady’s statement about the tea preparation and the actual tea prepara-
tion) of the cups are independent.

The test is called exact, because it calculates the significance using the exact distribution
that describes the test situation. In contrast to that, an approximation of the distribution
becomes more precise when the sample size increases. In fact, many statistical tests use an
approximation for the test statistic. Here the exact distribution is known, since we fix the
marginal totals.

In the following, we analyse the time complexity of a p-value calculation with Fisher’s
test. For that, we transform the formula for the probability of a contingency table T. Since, it
is (

n
k

)
=

n!
k!(n− k)!

, (3.5)
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we obtain

Pr(T ) =

(a+b
a

)
·
(c+d

c

)( n
a+c

)
=

(a+b)!(c+d)!(a+ c)!(b+d)!
a!b!c!d!n!

(3.6)

with n = a+b+c+d. We need 24 operations (7 multiplications, 7 addings, 1 division as well
as 9 factorial computation) for this calculation.

Assuming that every single operations can be done in O (1), we compute the probability
of a table T in O (1). We propose the following lemma:

Lemma 9. For a given table T with entries a, b, c and d, fixed marginal totals as well as a true null
hypothesis, Fisher’s exact test calculates the p-value of the table T in time O (n) for n = a+b+c+d.(
Assuming that multiplication, adding, division and factorials can be done in O (1)

)
Proof. We calculate the probability of each possible table T1, . . . , Tk for the given marginal
totals. In the worst case, we have to sum up each probability for the p-value:

p-value =
k

∑
i=1

Pr(Ti)≤
n

∑
i=1

Pr(Ti) = O (n) .

The number n = a+b+ c+d is an upper bound for the number of possible tables k. Fur-
thermore, we can compute Pr(Ti) in O (1).

The time complexity to calculate a p-value with Fisher’s test increases linearly with the
number of table entries.

However, the assumption that we can compute each mathematical operation in O (1) is
not precise, since the input also depends on the number’s representation. In particular, this
is important for the factorial calculation, as we can thereby easily obtain large numbers. A
more detailed analysis of factorial calculation can be found in Borwein (1985). According
to that, the term n! can be computed in O (log(log(n) ·M(n · log(n))), where M(n) is the com-
plexity of multiplying two n-digit numbers.

For this straight forward implementation of Equation (3.6), Moore (2004) points out sev-
eral improvements. For instance, applying logarithms can help to handle large numbers.
The gamma function Γ can be efficiently computed as a highly accurate approximation
of factorials’ logarithms of large numbers. This improvement is based on the equation
n! = Γ(n+1).

However, several current implementations of Fisher’s test, for instance in R1, show that it
is computationally expensive to apply Fisher’s test to tables with large numbers.

To summarize, Fisher’s exact test works fine for every contingency table. However, if the
values increase, its complexity extends in a linear way. For practical reasons, we can use the
χ2 test, that indeed does not work exactly, but that is faster for high values. The χ2 test uses
an approximation to the test statistic. That means, if we use this test for high values, the
p-value is close to the p-value calculated by Fisher’s exact test.

1www.r-project.org/, last access: October 21th, 2012
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CHAPTER 4
Sequence-Specific Errors

In the previous chapter we explain the necessary mathematical background to understand
our method to identify error-causing DNA sequences. Here, we describe the related work of
Nakamura et al. We describe how they define so-called sequence-specific errors (SSE). These
errors are caused by certain sequences. Next, we explain their SSE identification method
and point out some disadvantages. Moreover, we introduce our identification algorithm
and analyse its time complexity. We apply the algorithm to NGS data and interpret the
obtained results.

4.1 Introduction and Previous Work

Many researchers describe errors profiles for Illumina NGS devices. In particular, Naka-
mura et al. (2011) point out a phenomenon which they called a sequence-specific error.

To explain SSEs in detail, we first describe the concept of read directions. DNA consists
of two nucleotide strands with opposite reading directions. Both chains contain the same
information, since one strand is the reverse complement of the other. A DNA reference se-
quence describes one strand. Furthermore, the reads originate randomly from one of the
two strands. We conclude that we not only have to map the reads to the given reference
sequence, but also to its reverse complement. Figure 9 (as well as Figure 1 in the introduc-
tion) illustrates this by using two colours for the reads. Red reads are called forward reads.
They are mapped to the reference sequence which is pictured at the top in the usual read
direction (from the 5′ ending on the left side to the 3′ ending on the right side). Blue reads
are called reverse reads. They are mapped to the reverse complement which has the opposite
reading direction. In other words, we can determine a forward and a backward direction of
each aligned read. Concerning Figure 9, blue reads are sequenced from the right side to the
left side. That is the opposite reading direction of the shown reference sequence. However,
according to the reverse complementary reference sequence (which they are mapped to and
which is not shown in Figure 9), it is the correct reading direction.

Nakamura et al. consider aligned reads that are produced by an Illumina device called
GAIIx. They describe that mismatches in the reads are not randomly distributed, but accu-
mulate in specific regions. Furthermore, the mismatches occur predominantly in reads of
the same direction. Figure 9 gives an example. The set of aligned reads exhibits several mis-
matches in the centre region. Apparently, only a few mismatches are randomly distributed
within the other reads. Moreover, the mismatches in the centre region occur only in the red
forward reads.

According to Nakamura et al. a sequence-specific error (SSE) is the starting position of a
region with several consecutive mismatches in reads of the same direction.

We call such a region a SSE region. If a genome position contains a significantly high
number of mismatches in only one read direction, we say that this position has a strand bias.

Since the mismatches only occur in one read direction, we assume that SSE are caused by
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Figure 9: An example for the observation made by Nakamura et al.: several mismatches are located in the
centre. They predominantly occur on the red forward reads, and do not appear in the blue reverse
reads.

technical issues and should be ignored in further analyses like for instance SNP calling.
We highlight the importance of SNP calling as a basic application of NGS technologies

in Chapter 2.4. Nakamura et al. emphasize that SSEs potentially causes false SNP calls:
SSE positions as well as positions within SSE regions may be accidentally identified as a
SNP, since there is a sufficiently high number of reads (of one direction) supporting this
assumption. For this reason, they propose to check for every SNP call whether a significant
number of mismatches is found in both read directions.
GATK (DePristo et al., 2011) calculates a p-value for each SNP with Fisher’s exact test. It

checks whether there is a bias in the read direction caused by an SSE. It derives the following
table from a SNP’s pileup:

Match Mismatch
Forward read a b
Reverse read c d

As described in Chapter 3.3, the p-value of Fisher’s test gives evidence whether two data
characteristics are independent or not. Here, the data features are the numbers of matches
and mismatches as well as the direction of the reads. For a real SNP, we expect to find
several mismatches in both, the forward and the reverse reads. At the same time, we expect
only a few matches in the reads. For an SSE, we expect a high mismatch number and a low
match number in one read direction. This also applies to the opposite direction vice versa.
To clarify this fact, we give two examples:

Match Mismatch
Forward read 3 23
Reverse read 42 1

⇒ p-value≈ 4.8 ·10−14

Match Mismatch
Forward read 3 35
Reverse read 1 42

⇒ p-value≈ 0.34
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The left table is derived from a position with a strand bias. The reverse reads contain
several matches and only one mismatch. The forward reads contain many mismatches and
only a few matches. Fisher’s exact test yields a p-value of approximately 4.8 · 10−14. The
right table describes a real SNP. There are several mismatches in the forward as well as in
the reverse reads. The p-value derived from Fisher’s exact test is about 0.34. A low p-value
indicates a strand bias, since mismatches occur only in one read direction.
GATK computes such a p-value for each putative SNP. The user defines a p-value thresh-

old. If the p-value is too low, the SNP is considered to be a false positive result.
Although GATK can handle SSEs to avoid wrong results, this method has some disadvan-

tages:

• As described, GATK calculates p-values to determine whether a SNP has a strand bias,
but it does not define a threshold for this decision. Instead, the user has to define
his own criteria. Consequently, comparisons between research results become more
difficult.

• This post-processing strategy with the aim to avoid false positive results shows that
the SNP calling algorithm does not work in an accurate and reliable way. It is conceiv-
able that other (unknown) factors influence the algorithm in the same way as SSEs do.
In other words, the possibility of false positive results is emphasized by this procedure
and must always be taken into account during the analysis.

• Defining own criteria and thresholds to classify a SNP as an SSE may lead to cases
where this decision is not obvious. If we had further data describing a similar case, we
could use this additionally information to make the decision. Let us for instance as-
sume, we know that a sequence causes SSEs. Furthermore, we calculate for a putative
SNP position a p-value that is close to our threshold. Since we are not sure whether
we should reject the putative SNP, we consider the DNA region in close vicinity to the
position. If the DNA region contains the SSE-causing sequence, we reject the position.
However, GATK does not provide further data for such a strategy.

• The post-processing strategy does not lead to new knowledge concerning NGS proce-
dures. Rejecting false-positive SNPs is an useful practical approach, but does not give
any information about the causes of SSEs. More detailed knowledge about SSE princi-
ples is the first step to develop new improvements for NGS technologies. Methods to
identify SSEs are desirable, as we could apply them to SNP calling algorithms to gain
higher accuracy.

The last point highlights the importance of an SSE identification method. For this, Naka-
mura et al. (2011) do not only describe their observations of SSEs, but also develop a criterion
for an automatic SSE identification on the reference sequence. According to them, a position
is an SSE, if it fulfills the following conditions:

(a) mismatches occur in more than 30% of the reads in the same direction,

(b) four other such positions are present within 40 bases downstream, and

(c) none within 40 bases upstream.

The upstream and downstream directions in point (b) and (c) depend on the direction
of the reads we consider. If we find a position, where (a) applies, with mismatches in the
forward reads, the downstream direction is the normal reading direction. We search for
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Species Reference length
SSE number

(Nakamura et al.)
SSE number

(our validation)
Bacillus subtilis 4 214 814 574 417
Mycobacterium bovis 4 345 492 8647 3204
Staphylococcus aureus 2 903 081 682 209
Bordetella pertussis 4 086 189 5422 2638

Table 4: Sequence-specific errors occur in every read set of each species. The third column gives the number of
SSEs calculated by Nakamura et al. We reimplement their criterion and apply it to the data. The last
column lists the numbers of our found SSEs. We assume the distinctions are caused by different tool
settings or tool versions to compute the reads’ alignments.

further mismatches on the right side of this position
(
according to point (b)

)
. If we find

a position with mismatches in the reverse reads, the downstream direction is the reverse
reading direction. We search left of this position for further mismatches.

Consequently, we can define a direction for SSEs. Depending on whether we search for
further mismatches in forward or reverse reads

(
point (b)

)
, the resulting SSE have a forward

or a backward direction. The SSE in Figure 9 has a forward direction, since the mismatches
occur in forward reads.

Nakamura et al. apply this criterion to reads of four different bacteria species: Bacillus
subtilis, Mycobacterium bovis, Staphylococcus aureus and Bordetella pertussis. The reads as well
as the reference genome are available in the SRA1 (Sequence Read Archive) and Nucleotide2

databases.

Table 4 shows the numbers of SSEs which are found by the criterion. The third column
lists the specified counts from Nakamura et al. We reimplement the criterion and apply it to
the reads as well. The last column gives the number of SSEs we identify. We use BWA with
default settings to align the reads. Since our numbers differ from the ones of Nakamura
et al., we assume that they do not use the default settings and/or apply another version of
BWA to align the reads. However, the counts are in the same order of magnitude.

In a subsequent step, Nakamura et al. consider the automatically identified SSE positions
and analyse them with respect to common sequences. They find out that the sequence GGC
occurs often before forward SSEs, and the sequence GCC occurs often after backward SSEs.
They also found weak evidence that C or T tend to precede the GGCmotif and G or T tend to
follow the GCC motif. Moreover, inverted repeats longer than 8 base pairs (bp) are often lo-
cated in close vicinity to SSE positions. Inverted repeats are sequences which contain a motif
and its reverse complement. However, not every SSE position exhibits these characteristics.
Table 5 originates from Nakamura et al. (2011) and describes how often the features appear
near the identified SSEs. About 10%− 20% of the automatically detected SSE positions do
not contain any of these characteristics, neither GGC/GCC sequences nor inverted repeats.

Furthermore, Nakamura et al. presume that the these sequences cause SSEs. As described
in Chapter 2.3, NGS devices determine successively the nucleotides of a read. After reading
these sequences by an Illumina device, the further determination of nucleotides is erro-
neous. For technical reasons, Illumina devices are not able to process these sequences in an
error-free way. Nakamura et al. (2011) propose an explanation for this behaviour, but admit
that it does not explain the occurrences of GGC/GCC sequences:

1http://www.ncbi.nlm.nih.gov/sra, last access: October 9th, 2012
2http://www.ncbi.nlm.nih.gov/nuccore, last access: October 9th, 2012
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4.1. Introduction and Previous Work

Species GGC
Inverted

repeat

GGC or
inverted
repeat

None (%) Total SSE

Bacillus subtilis 270 168 78 58(10) 574
Mycobacterium bovis 6001 409 1306 931(11) 8647
Staphylococcus aureus 488 9 35 150(22) 682
Bordetella pertussis 4141 62 603 531(10) 5422

Table 5: The two characteristics, GGC/GCC motif and inverted repeats, do not explain every SSE po-
sition detected by the described criterion: 10%− 20% of the SSE positions in each species
do not contain these features. The last column equals to third column of Table 4, since this
table originates from Nakamura et al. (2011).

“We do not have enough information on Illumina technology to further dis-
sect the underlying mechanism of inhibition of the cyclic reversible termination
process by GGC sequences. However, we suspect the preference of DNA poly-
merase is most likely to be responsible.”

In this thesis, we do not deal with the specific technical reasons for SSEs. Like Nakamura
et al., we assume that certain sequences cause SSEs.

The presented approach for SSE identification has some disadvantages:

• Assume there is an SSE region longer than 40 bp. Since the criterion is only defined
for a window of 40 bp, we would identify two starting positions within these region.
Consequently, we would obtain two separate regions instead of one connected region.

• The fixed threshold
(
30% of reads in the same direction in (a), 40 bp downstream and

upstream in (b) and (c)
)

are set arbitrarily. Since other thresholds lead to other SSE
positions, a more robust method is desirable.

• The assumption that SSE causes whole regions with consecutive errors is not neces-
sarily justified. Nakamura et al. construct their criterion according to this assumption
and consequently obtain only entire regions containing several mismatches. However,
it is conceivable that single positions contain a strand bias as well. Excluding these po-
sitions by the criterion leads to a lack of information and imprecise results.

• The criterion does not consider any statistical significance. For example, it is likely
that a pileup with a height of 3 (that means, the pileup contains only three reads)
accidentally fulfills the criterion’s condition (a), since only one mismatch is required.
Furthermore, it is much more unlikely that a pileup of 100 reads fulfills this condition
by accident. However, the criterion treats both pileups in the same way which may
lead to false positive results.

• After identifying SSE positions, Nakamura et al. search for common sequences near
these positions in a next step. However, for that, they do not mention any mathemat-
ical model or statistical method. Consequently, there are no remarks of the statistical
significance on the derived motifs (GGC/GCC and inverted repeats).

• The criterion is not sufficient. Nakamura et al. (2011) emphasize this fact:

“This criterion is not completely rigorous, for it detects some non-SSE positions
and fails to detect some SSE positions, especially when they are close in se-
quence. Nevertheless, it allows detection of most of the apparent SSE positions
for further analysis.”
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Since the SSE identification is a basic requirement for the further sequence analysis, a
robust and reliable criterion is crucial. On the one hand, positions, that are accidentally
supposed to be SSEs, may lead to wrong results during the sequence analysis step. On
the other hand, if we do not consider all SSEs in a sequence, the lack of knowledge
may lead to false conclusions concerning a motif’s statistical significance.

To overcome these disadvantages, we develop a new algorithm to identify SSEs. We con-
centrate on a statistical model to gain significant results. We therefore avoid fixed thresholds,
which can influence the results in an arbitrary way. We describe our algorithm to identify
SSEs in the next chapter.

4.2 Algorithm

Since the approach of Nakamura et al. has several disadvantages, we develop a new method
to identify SSEs. For this, we change the definition of SSEs. We no longer consider SSEs as
starting positions of certain regions with several mismatches in one read direction. Conse-
quently, we stop acting on the assumption that SSEs cause several consecutive read errors.
However, like Nakamura et al., we assume that certain DNA motifs cause SSEs and lie in
close vicinity to them. This information leads us to our algorithm idea: we search for motifs
in a DNA sequence which cause a significant strand bias for certain positions. We define
SSEs as single positions with a strand bias. This approach is more direct than the one of
Nakamura et al., since the SSE and the motif identification do not take place in two separate
steps: first, identifying SSE positions concerning a certain criterion and second, analysing
the sequences close to the SSEs. It is obvious that false positive SSEs obtained during the
first step can easily lead to false positive motifs in the second step as well. Our algorithm
directly considers significant motifs and derives SSE positions from them. We thereby avoid
imprecise results produced by the multi step procedure.

Our algorithm works in five phases.

1. Step In the first step, we annotate each genome position with a table which describes
the number of matches and mismatches in the forward and backward reads. For this,
we consider the corresponding pileups of the positions. As described in the previous
chapter, GATK uses the same table to decide whether a SNP is an SSE:

Match Mismatch
Forward read a b
Reverse read c d

The table describes whether there is a strand bias for this position. For this reason, we
will call it strand bias table in the following description.

2. Step In the second step, we consider each q-gram (a sequence with a length of q) occur-
ring in the genome and compute a composed strand bias table. We can thereby decide
whether there is a correlation between the q-gram and the strand bias. Let us assume
a genome’s q-gram a. We calculate the strand bias table with the following procedure:
we first search for a in the given genome and obtain potentially several positions. Sec-
ond, we consider the pileups of the last position of all occurrences of a.

Here, it becomes clear that we assume that a causes an SSE. The read nucleotides are
sequenced in an successive way. The process starts with the first base concerning the
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Figure 10: The reads which are mapped to the reference sequence are red and the reads which are mapped to
the reverse complementary strand are blue. The sequences have got opposite reading directions and
are illustrated above the reads . The 7-gram a =CCAGACT appears two times in the reference
sequence. We consider the pileups at the end of a. The reverse complement a =AGTCTGG also
appears in the reference sequence and consequently we find the q-gram a in the reverse complement.
We consider the pileup of a’s last position. Regarding the opposite reading direction, this position
corresponds to the first positions of a in the reference sequence. Finally, we assemble all three
pileups to one pileup and derive the strand bias table from it.

read direction. After the q-gram a is sequenced, the NGS device is unable to call the
following base accurately. Consequently a miscall appears at the corresponding read
position. Since this happens for all reads which are mapped to the position, we obtain
reads of one direction with several mismatches. In other words, after the q-gram a is
sequenced an SSE appears.

A pileup consists of several elements. Each element contains a nucleotide and the
direction of the corresponding read. We consider all pileups of a q-gram and finally
compute one strand bias table with this information.

Additionally, we do not only search for a, but also for its reverse complement a. If
the q-gram a occurs in the reference sequence, its reverse complement a occurs in
the reverse complementary sequence. We conclude that both q-grams, a and a, cause
SSEs. The reverse complementary sequence has the opposite reading direction. Con-
sequently, we take into account the first (and not the last) positions of a in the reference
sequence. Moreover, we change the direction of the corresponding pileup reads.

Figure 10 illustrates the idea of the second step. Forward and backward reads are
aligned to the reference sequence, which is shown above the reads. This sequence
considers the normal reading direction from the 5′ end on the left side to the 3′ end on
the right side. Above the reference sequence, its reverse complement is shown. The
forward reads are mapped to the reference sequence while the backward reads are
mapped to its reverse complement.

Moreover, the 7-gram a = CCAGACT is highlighted in yellow and appears two times
in the reference sequence. We consider the corresponding pileups at the end of a. The
sequence CCAGACT obviously causes an SSE, since the pileups contain several mis-
matches in the forward direction (red), but do not contain mismatches in the backward
direction (blue). Furthermore, a’s reverse complement a = AGTCTGG is highlighted in
blue and appears in the reference sequence. Consequently, the 7-gram a appears in its
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reverse complement as well. Since this sequence has the opposite reading direction,
we change the read directions. We consider the pileup of the last position of a in the
reverse complementary sequence. This position corresponds to the first position of
its reverse complement a in the reference sequence. The pileup contains several mis-
matches as well. Note that since we change the read direction, these mismatches occur
like those in the other two pileups in the forward reads. We assemble all three pileups
to one composed pileup. Next, we compute the corresponding strand bias table. In
our example, we annotate the 7-gram a = CCAGACT with the following table:

Match Mismatch
Forward read 2 17
Reverse read 20 0

We apply this procedure to all q-grams of a certain length in the genome. Thus, we
obtain a strand bias table for each q-gram.

3. Step In the third step, we increase the amount of q-grams. The additional q-grams poten-
tially lead to more accurate results. According to Cornish-Bowden (1985), the letter N
stands for either A, C, G or T in the IUPAC representation. We call two q-grams similar,
if they can be described by a third q-gram that contains Ns. In this step, we merge for
a number n similar q-grams to one q-gram containing at least one and at most n Ns.

Let us assume we have n = 2 and furthermore the following strand bias table for the
7-gram b = CAATACT:

Match Mismatch
Forward read 2 15
Reverse read 16 1

The 7-gram a = CCAGACT and the 7-gram b = CAATACT differ only in the second and
fourth letter. We merge these sequences by substituting the corresponding characters
for Ns. Thus, we obtain the sequence c = CNANACT. Let us furthermore assume
that there are no other 7-grams in the genome which differ only in these positions.
Consequently, we merge the two strand bias tables by adding each cell together. The
resulting strand bias table is:

Match Mismatch
Forward read 4 32
Reverse read 36 1

In this step, we consider all q-grams, which we compute in the second algorithm step.
The algorithm does not only merge two q-grams, but all q-grams which are similar.
Combining sequences may exclude the characters with little effect on SSE positions.
The second and fourth position in a and b do not influence the SSE position, since
the 7-gram c = CNANACT describes the SSEs as well. This procedure leads to a more
significant statement. We also merge q-grams with different SSE effects. If we merge
a high-SSE-effect q-gram with a low-SSE-effect q-gram, we obtain a composed q-gram
with less influence on SSE than the first one.
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def simple_sse_identification(genome, reads, q, n):
"""input: genome, reads, q-gram length q, max. allowed Ns n,

output: mapping between q-grams, positions and p-values"""
#step 1: annotate genome
genome_annotate = get_annotate_genome(genome, reads)

#step 2: annotate q-grams with strand bias table
qgram_annotate = get_annotate_qgram(genome, genome_annotate, q)

#step 3: add qgrams with N to qgram_annotate
add_n(qgram_annotate, n, q)

#step 4: apply Fisher's test
qgram_pvalues = apply_fisher(qgram_annotate)

#step 5: sort q-grams
result = sort_values(qgram_pvalues, genome)

#output
return results

Algorithm 1: The Simple SSE Identification Algorithm needs the genome, the aligned reads, the q-gram
length q and the maximal number n of allowedNs as input parameters. It works in five phases:
first, annotate the genome with strand bias tables. Second, annotate the q-grams with combined
tables. Third, merge similar q-grams by using Ns. Fourth, apply Fisher’s exact test to each q-
gram’s strand bias table. And finally, sort the q-grams concerning their p-values. The output
is an assignment of q-grams and p-values.

4. Step In the fourth algorithm step, we apply Fisher’s exact test to the computed strand
bias tables. We have a strand bias table for each q-gram appearing in the genome
(see second step) as well as a strand bias table for each q-gram which is derived from
similar q-grams and which contains at most n Ns (see third step). As we described in
Chapter 3.3 and in Chapter 4.1, the p-value of Fisher’s exact test measures the evidence
for an SSE. The lower the p-value for the strand bias table is, the more evidence we
have that the corresponding q-gram causes SSEs. Note that this conclusion is not only
valid for a q-gram, but also for its reverse complement, since we consider both in the
second algorithm step. In this way, we annotate a q-gram with a p-value.

For instance, the p-value for the composed 7-gram c = CNANACT, which we described
above, is about 3.6 ·10−15. In general, it is low enough to conclude a strong correlation
between the 7-gram and SSE positions. We deduce that the q-gram c as well as its
reverse complement c cause SSEs. According to the second algorithm step and as
emphasized in Figure 10, the SSE appears on the last position of the 7-gram and on
the first position of the 7-gram’s reverse complement. In other words, all genome
positions of a q-gram, that exhibit a low p-value, as well as all genome positions of the
q-gram’s reverse complement are likely to be prone to SSEs.

5. Step In the last step, we sort the q-grams according to their p-values. We call this algo-
rithm Simple SSE Identification Algorithm.

Algorithm 1 shows the entire algorithm as a function written in python code. The input
parameters are the genome and the aligned reads which we want to analyse. Next, we have
to specify the length q of the q-grams as well as the maximal number n of allowed Ns. The
algorithm outputs a sorted assignment between q-grams of the genome and their p-values.
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. . .C C A C A C T︸ ︷︷ ︸
c

. . .G C C A G A C T︸ ︷︷ ︸
c

G. . .G C A T A C T G︸ ︷︷ ︸
d

T. . .

︸ ︷︷ ︸
d

⇓
apply Simple SSE Identification Algorithm: obtain strand bias table T̃d for d

⇓
mark best 7-gram c = CNANACT in the genome

⇓
. . .X X X X X X X . . .G X X X X X X X G. . .G C A T A C T G︸ ︷︷ ︸

d

T. . .

⇓
the strand bis table T̃d differs from the new Td

Figure 11: The SSE Identification Algorithm is based on the q-gram marking process. The original ref-
erence sequence is shown at the top. The 7-gram c = CNANACT as well as the 7-gram
d = CANACTG occur twice. The Simple SSE Identification Algorithm computes c as the best
7-gram. We furthermore obtain a strand bias table Td for d. We mark the best 7-gram by substi-
tuting it for the letter X. Thus, the resulting reference sequence at the bottom contains several Xs.
Consequently, the sequence does not longer contain the 7-gram c. Moreover, the 7-gram d does
not appears twice, but only one time. Hence, the resulting strand bias table is different from the
previous computed table T̃d .

We extend the Simple SSE Identification Algorithm to gain more significant results. As
already mentioned, this algorithm computes a sorted list of q-grams. The first q-gram in
the list is the q-gram which gives most evidence for SSE positions. The second q-gram in
the list gives the second most evidence for SSE positions and so on. It is possible that these
q-grams are similar, but that they cannot be merged together, since the maximal number
of Ns is reached. For that reason, we employ the algorithm several times. We alternate
between applying the algorithm and marking the q-gram with the lowest p-value in the
genome. After we marked a q-gram, the next algorithm execution does not consider this
q-gram. Thus, we obtain several different q-grams for each iteration. We call a q-gram with
the lowest p-value in a computed list best q-gram.

Let us assume, the Simple SSE Identification Algorithm computes c = CNANACT as the
best and d = CANACTG as the second best 7-gram. They are similar, as they share the same
substring ANACT. However, we cannot merge them, since the 7-gram c already uses the
maximum number of Ns. Instead, we mark each occurrence of c in the genome and apply
the algorithm one more time. The second algorithm execution does not consider 7-grams
which contain such a marked sequence. Since the common subsequence ANACT is marked
as well, we obtain another p-value for d. Hence, the result of the second algorithm iteration
differs to the first one. Figure 11 illustrates this fact.

The Extended SSE Identification Algorithm or SSE Identification Algorithm is shown in Al-
gorithm 2. We use the same input parameter like the Simple SSE Identification Algorithm.
Additionally, we specify how many iteration steps p we want to execute. We call the Simple
SSE Identification Algorithm in line 8 and obtain a sorted list of q-grams. We notice the best
q-gram as well as its p-value in line 9 and 10. Afterwards, we mark the genome with the best
q-gram (line 11). We use the resulting genome for the next iteration step. After p repeats,
we output all best q-grams (line 13).
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1 def sse_identification(genome, reads, q, n, p):
2 """input: genome, reads, q-gram length q, max. allowed N n,
3 number of repeats p
4 output: mapping between q-grams and p-values"""
5 results = []
6

7 for i in range(p):
8 qgram_list = simple_sse_identification(genome, reads, q, n)
9 best = get_best_qgram(qgram_list)

10 results.append(best)
11 genome = mark_genome(best) #mark genome with best q-gram
12

13 return results

Algorithm 2: The SSE Identification Algorithm uses the same input parameter like the Simple SSE Identifi-
cation Algorithm. We furthermore specify the number p of repeats. The algorithm alternates
between applying the Simple SSE Identification Algorithm (line 8) and marking the genome
(line 11). In every iteration step, the best q-gram is stored (line 10). The SSE Identification
Algorithm outputs each best q-gram resulting from the iteration steps.

In this chapter we present a method to identify SSEs. SSEs are positions with a significant
strand bias in a genome. Acting on the assumption that certain sequences cause SSEs, we
develop the Simple SSE Identification Algorithm. This algorithm searchs for q-grams which
cause strand bias. We point out that the computed q-grams may be very similar. For this
reason, we improve the method and develop the SSE Identification Algorithm. This algo-
rithm solves the problem by repeating the following procedure: masking the best q-gram in
the genome and applying the Simple SSE Identification Algorithm. In the next chapter, we
analyse the running time of both algorithms.

4.3 Complexity

In this chapter, we analyse the time complexity of the Simple as well as of the SSE Identi-
fication Algorithm. We first compute the running time of the five steps of the Simple SSE
Identification Algorithm. For that, we shortly explain the step processes again. A more de-
tailed step description can be found in the previous chapter. Afterwards, we conclude the
complexity of both algorithms.

According to the previous chapter, there are five input parameters and therefore five vari-
ables for the complexity term:

• the genome with a length g,

• the aligned r reads (we derive the read’s length l from the reads. The value l is there-
fore constant and not a separate input parameter.),

• the length q of the q-grams, which we want to analyse,

• the number n of the maximal number of allowed Ns to join similar q-grams and

• the number p of iteration steps which the SSE Identification Algorithm executes.

In the first step of the Simple SSE Identification Algorithm, we annotate the genome with
strand bias tables which are derived from the pileups of the given aligned reads. We propose
the following lemma.

41



4.3. Complexity

Lemma 10. The first Simple SSE Identification Algorithm step can be computed in O (r · l +g) time.

Proof. First, we annotate all positions of a genome with a strand bias table that contains in
every cell a 0. This can be done in O (g). After that, we consider each of the l positions in
each of the r reads to determine the tables. We therefore decide for every genome position
how many matches and mismatches as well as forward and backward reads occur. Thus,
we compute the strand bias table for each position. This can be done in O (r · l). Hence, the
first step needs O (r · l +g) time.

The second algorithm step computes composed strand bias tables for q-grams. We merge
separate tables of each q-gram and its reverse complement to one composed table. In other
words, a q-gram as well as its reverse complement is the calculation basis for a composed
table. Thereby, we consider each q-gram occurring in the genome. We use a hash table to
map a q-gram to such a composed table. We can therefore search for and insert a q-gram
in amortized O (q) time

(
see for example Cormen et al. (2001)

)
. Note that it does not take

O (1) time, since the q-gram’s length is an input parameter. The running time is given by the
following lemma.

Lemma 11. The second step of the Simple SSE Identification Algorithm can be calculated in
O
(
q · (q+g)

)
time.

Proof. We sweep with a window of length q through the genome and update in each itera-
tion step its first and last position to check whether the window contains a new q-gram. If
this is the case, we insert the q-gram to the hash table. The inserting process potentially hap-
pens in each iteration step. Consequently, we need amortized O (q+g) time. If we observe
a q-gram (or its reverse complement) during the traversing process more than once, we join
the corresponding tables. This calculation can be done in time O (1). Moreover, we compute
the reverse complement for each iteration step of each found q-gram, since we have to check
whether the hash table already contains the q-gram’s reverse complement. Both, determin-
ing the reverse complement as well as the checking whether a q-gram is already contained,
can be done in O (q) time. Consequently, we obtain a running time of O

(
q · (q+g)

)
.

In the next algorithm step, we merge similar q-grams which we obtain from the previous
steps. We use maximal n Ns. The q-grams that we compute in this step extend the amount
of q-grams that we consider until now. Algorithm 3 illustrates our implementation. We
specify the q-gram length q as well as the number n of Ns as input parameters. Moreover,
qgram_annotate is the hash table which maps q-grams to their strand bias tables. It is com-
puted in the second step (see Algorithm 1). We calculate every possible q-gram that contains
at least one and at most n Ns (see line 4). For this, we use a generator function for a low de-
mand of memory. Next, we derive in line 6 every possible q-gram from each element of the
resulting amount of N-containing q-grams. We thereby substitute the occurring Ns for A, C,
G and T. We check in line 7 for each obtained q-gram whether it occurs in the genome and
therefore is annotated with a table. If that is the case, we join the tables (line 8) and store the
N-containing q-gram as well as the resulting composed table (line 9−10). Finally, we update
the hash table qgram_annotate and return the results (line 12−13).

We propose the following Lemma.

Lemma 12. The third step of the Simple SSE Identification Algorithm can be computed in
O (5q ·4n ·q) time.

Proof. We consider at most 5q q-grams in the external loop in line 4, as there are exactly 5q q-
grams over the alphabet A, C, G, T and N. In each iteration step, we pass at most 4n times
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1 def add_n(qgram_annotate, n, q):
2 """extend amount of q-grams with q-grams containing Ns"""
3 to_add = {}
4 for n_qgram in all_n_qgram(q, n): #all possible q-grams with 1..n Ns
5 table = [0,0,0,0]
6 for concrete_qgram in get_possible_qgrams(n_qgram): #merge
7 if qgram_annotate.has_key(concrete_qgram):
8 table = combine(table, qgram_annotate[concrete_qgram])
9 if table is composed:

10 to_add[n_qgram] = table
11

12 qgram_annotate.update(to_add)
13 return qgram_annotate

Algorithm 3: The function add_n extends the amount of sequences by combining similar q-grams. We use a
maximum of n Ns. This function is the third step of the Simple SSE identification Algorithm
which is shown in Algorithm 1. The hash table qgram_annotate maps q-grams to strand bias
tables. Both for-loops (line 4 and 6) as well as the update step (line 12) are critical to the time
complexity.

through the internal for-loop in line 6. In the internal loop, we check whether the hash table
contains a concrete q-gram. That can be done in O (g). Hence, we obtain a time complexity
of O (5q ·4n ·q) for the external loop. Next, we analyse the complexity of merging the results
to the hash table in line 12. We add at most 5q q-grams to the hash table. Since each insert
operation needs O (q) time, we obtain a time complexity of O (5q ·q) to merge the results. The
sum of both terms (the complexity of the external loop as well as the complexity of merging
the results) is the complexity of the third algorithm step. Thus, we obtain a complexity of
O (5q ·4n ·q) for the third algorithm step.

We assume at most 5q iteration steps of the external loop. Here, we do not consider the
maximum number n of allowed Ns. Consequently, we overestimate the number of itera-
tion steps, since we also consider q-grams that contain more than n Ns. We improve the
estimation.

The number of iterations of the external loop is equal to the number of q-grams which
contain at least one and at most n Ns. For this, we compute the number of q-grams which
contain exactly n Ns.

We distribute the n Ns in n of the q positions of the q-gram. There are
(q

n

)
possibilities. We

fill the remaining n−q positions with the letters A, C, G and T and thus obtain 4q−n different
sequences. We combine the results and obtain a number of(

q
n

)
·4q−n

q-grams which contain exactly n Ns. We follow the same thought to compute the number of
q-grams with less than n Ns. Consequently, the formula

n

∑
i=1

(
q
i

)
·4q−i (4.1)

gives the number of q-grams containing at least one and at most n Ns.
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Consequently, the time complexity of the third algorithm step is

O

((
n

∑
i=1

(
q
i

)
·4q−i

)
·4n ·q

)
.

However, this estimation is only slightly more accurate than the one we use in the proof
of Lemma 12. Since it is also unusual to use a sum over binomial coefficients within the
O-Notation, we consider O (5q ·4n ·q) as the time complexity of the third algorithm step.

Furthermore, we can improve the running time of this step. For instance, let us assume,
we compute in line 4 of the function add_n (see Algorithm 3) the strand bias tables for q-
grams containing (i− 1) Ns. We can use the results in the next iteration step to calculate
strand bias tables for q-grams containing i Ns. Until now, our implementation does not take
any advantages of this fact.

In the fourth step of the Simple SSE Identification Algorithm (Algorithm 1), we apply
Fisher’s exact test to each q-gram, which we obtain in the third step. We consider all q-
grams that occur in the genome as well as those that we compute in the previous steps. The
number of q-grams to consider is at most 5q. This number is an upper bound to the number
of executions of Fisher’s test.

Here, we can also apply the same thought which leads us to Formula (4.1). We extend the
sum by the case i = 0 to consider q-grams without any Ns. However, as described above,
this estimation is just slightly better.

According to Lemma 9 in Chapter 3.3, the complexity of Fisher’s test is linear concerning
the entries of the table. The dimension of the strand bias table in our algorithm depends on
the corresponding composed pileups of the q-grams: the higher the composed pileup, the
higher are the entries in the table. This is the case, because we assign each element of the
composed pileup to one of the four cells in the strand bias table:

Match Mismatch
Forward read a b
Reverse read c d

In the worst case, we join all possible pileups of the aligned reads and estimate one strand
bias table. We take into account each position in each read, determine whether there is a
match or a mismatch as well as whether it is a forward or backward read and calculate the
numbers of the strand bias table. An upper bound to the number n = a+b+c+d is therefore
the number of reads r multiplied by the read length l: n≤ r · l. Combining these results leads
to the following lemma.

Lemma 13. The fourth Simple SSE Identification Algorithm step can be calculated in
O
(
5q ·fisher(r · l)

)
time.

Proof. The maximum number of q-grams we have to consider is 5q. We moreover compute
the complexity of Fisher’s test. The value n of the sum of all entries in the strand bias table
is bounded by

n≤ r · l.

We can at most consider all positions in all reads to generate a strand bias table. According
to Lemma 9 in Chapter 3.3, the time complexity of Fisher’s exact test is linear in the input pa-
rameter n. However, the number’s representation is important in the running time analysis
of Fisher’s exact test. For this reason, we describe the complexity by the function f isher.
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Here, we analyse the worst case of the composed pileup’s height. Under certain circum-
stances, we can also compute the average height.

Assuming that A, C, G and T are uniformly distributed in the genome, the probability that
a given q-gram e occurs at a given position in the genome is Pr(e in genome) = (1/4)q. Thus,
the expected occurrence count of e in the genome is

IE(number of e in genome) = (1/4)q · (g− l +1).

Moreover, we assume that the reads are uniformly distributed over the genome. If we
consider one locus, the expected number of reads mapped to this locus is l/g · r. Here, we
ignore border effects that occur if the read is too close to the start or end of the genome
sequence. The factor l/g is the probability of seeing one read on this position. The num-
ber equals the expected height of a pileup: IE(height of pileup) = l/g · r. We multiply this
formula by the number of expected q-grams e. Thus, we obtain the expected height of the
composed pileup of e:

IE(composed pileup’s height of e) = l/g · r · (1/4)q · (g− l +1)

For instance, the genome of Bacillus subtilis has a length of g ≈ 4,3 · 106. Let us assume,
we have r = 3,3 · 106 aligned reads and each read is l = 75 long. The expected height of a
pileup is

IE(height of pileup) = l/g · r = 75/(4,3 ·106) ·3,3 ·106 ≈ 57.

We calculate the expected composed pileup’s height of a 7-gram:

IE(composed pileup’s height of 7-gram )

= l/g · r · (1/4)q · (g− l +1)

≈ 57 ·262

= 14 934

Each of the 14 934 elements in this composed pileup describes a read with a direction and a
match or mismatch. We arrange each element in the appropriate cell of the strand bias table.

In the fifth step of the Simple SSE Identification Algorithm, we sort the q-grams concern-
ing their p-values.

Lemma 14. The fifth step of the Simple SSE Identification Algorithm can be done in O (5q +g) time.

Proof. We apply Countingsort
(
see for example Cormen et al. (2001)

)
to sort the q-grams

concerning their p-values. The time complexity of Countingsort is given by O (m+ k) where
m is the number of values to sort and k is the highest values of all numbers. We obtain at
most 5q q-grams computed by the previous steps. Therefore, we conclude m = 5q. Moreover,
the genome length g is the highest possible value to sort. Thus, it is k = g.

Finally, we give the time complexity of the Simple SSE Identification Algorithm. The al-
gorithm executes each step exactly once. Hence, its complexity is the sum of the complexity
terms of each step.

Theorem 15. The Simple SSE Identification Algorithm has a running time of
O
(
r · l +q ·g+5q ·4n ·q+5q · f isher(r · l)

)
.

Proof. We consider the time complexity of the five steps:

• step 1 has a time complexity of O (r · l +g) (see Lemma 10),
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• step 2 has an time complexity of O
(
q · (q+g)

)
(see Lemma 11),

• step 3 has an time complexity of O (5q ·4n ·q) (see Lemma 12),

• step 4 has a time complexity of O (5q · f isher(r · l)) (see Lemma 13) and

• step 5 has a time complexity of O (5q +g) (see Lemma 14)

The time complexity of the Simple SSE Identification Algorithm is the sum of all complexity
terms of the five steps.

According to its complexity term, critical factors of the Simple SSE Identification Algo-
rithm’s running time are on the one hand the length of the q-grams q and the number n of
allowed Ns. Both parameters influence the algorithm by an exponential factor. On the other
hand, practical application has shown that Fisher’s test is computationally expensive for ta-
bles with large entries. Small q-grams with a high number of Ns result in large table entries
and thus in a high running time for the test. For this reasons, we have to find a tradeoff
between the q-gram length and the number of allowed Ns. Longer q-grams lead to more
significant results, but also to a higher time complexity.

The running time of the SSE Identification Algorithm (see Algorithm 2) is easy to deter-
mine.

Theorem 16. The SSE Identification Algorithm has a running time of
O
(

p · (r · l +q ·g+5q ·4n ·q+5q · f isher(r · l))
)

Proof. The Extended SSE Identification Algorithm applies the Simple SSE Identification Al-
gorithm p times. In each iteration step it determines the best q-gram (line 9). That can be
done in constant time, since the results of the Simple SSE Identification Algorithm are sorted.
Moreover, it marks the best q-gram in the genome (line 10) which can be done in O (g). The
complexity of the Simple SSE Identification Algorithm (Theorem 15) is the dominating fac-
tor.

In this chapter, we compute the time complexity of the Simple SSE Identification Algo-
rithm as well as of the SSE Identification Algorithm. We describe both algorithms in the
previous chapter. In the next chapter, we introduce our algorithm’s implementation.

4.4 Implementation

We implement both the Simple as well as the Extended SSE Identification Algorithm as
command line tools in Python version 2.7. The code is available at

http://code.google.com/p/allhoff-thesis3

under the terms of the GNU General Public Licence v3 (GPL v3) .
We use three Python packages in our implementation. To process genome data, which

is usually considered to be in the fasta format, we employ HTSeq.4 Aligned reads are
usually stored in the SAM or BAM format. The package pysam offers an interface to work
with these formats. Furthermore, we use the implementation of R to perform Fisher’s exact
test. For this, we access the interface of the package Rpy2.5

3last access: October 12th, 2012
4http://www-huber.embl.de/users/anders/HTSeq, last access: October 12th, 2012
5http://rpy.sourceforge.net/rpy2.html, last access: October 12th, 2012
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4.4. Implementation

There are also two external tools that are necessary to execute our algorithm’s implemen-
tation. On the one hand, we use MoSDi6 to mask genome’s nucleotides. On the other hand,
the tool BWA is crucial to index the genomes which we obtain in each iteration step.

We tested our algorithm on a Linux Ubuntu 10.04.4 LTS x86 64-bit server. The server runs
with 4 Dual-Core AMD Opteron(tm) Processor 8216 and 128 GB RAM. We use R version
2.11.0, BWA version 0.5.9− re18− dev, MoSDi version 1.3, HTSeq version 0.4.7, pysam
version 0.6 and moreover Rpy2 version 2.2.1.

We call the algorithm by the following command line:

sse_identification [OPTIONS] <REF> <BAM> <Q> <N> <P>

The algorithm needs five arguments:

• <REF>: the genome in fasta format

• <BAM>: the aligned reads in BAM format

• <Q>: the length of the q-grams which we want to analyse

• <N>: the number of allowed Ns to merge q-grams

• <P>: the number of iteration steps of the Extended SSE Identification Algorithm. If
this argument equals 0, the Simple SSE Identification Algorithm will be executed.

Moreover, there are two optional parameters:

• -k: keep the masked genome and the corresponding index files which we obtain in
each iteration step.

• -w: define the workspace directory, where the produced files are stored.

To apply these optional parameters, the argument <P> must differ from 0, meaning that we
must execute the Extended SSE Identification Algorithm.

For instance, the call

sse_identification -k -w /tmp BSubtilis.fasta BSubtilis.bam 10 2 5

computes five sequence with a length of 10 bp and at most two Ns. We apply the Ex-
tended SSE Identification Algorithm and analyse the 10-grams’ effect to SSEs on the Bacil-
lus subtilis genome. The calculation is based the aligned reads that are stored in the file
BSubtilis.bam. Furthermore, the marked genome and the corresponding index files
are not deleted after an iteration step, but stored in the /tmp folder.

Since both, the Simple SSE Identification Algorithm as well as the Extended SSE Identi-
fication Algorithm are based on Fisher’s exact test, we will analyse in the next chapter the
null hypothesis proposed by this test.

6http://code.google.com/p/mosdi, last access: October 12th, 2012
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4.5 Null Hypothesis Evaluation

The Simple SSE Identification Algorithm, which we describe in the previous chapter, applies
Fisher’s exact test to strand bias tables. These tables are derived from q-gram-dependent
pileups of the genome. Therefore, their marginal totals are not necessarily equal. When we
apply Fishers’ test to n tables with different marginal totals, we observe p-values which orig-
inate from n different distributions t1, . . . tn. Consequently, there are also n different cumu-
lative distribution function T1, . . . ,Tn. In other words, we do not perform only one Fisher’s
test, but several statistical tests T1, . . . ,Tn: one test for each strand bias table with differ-
ent marginal totals. Concerning this situation, we conduct experiments to evaluate the null
hypothesis of Fisher’s test. If the null hypothesis is true, we can analyse the cumulative
distribution function of the p-values.

First, we need reads from which we derive the necessary strand bias tables. On the one
hand, we employ aligned reads which are produced in an artificial way. That means, we
generate random reads and determine matches and mismatches. On the other hand, we use
the same reads as Nakamura et al., which are published in the SRA database, to compute
one. They use Illumina’s GAIIx device to sequence the Bacillus subtilis genome which has
a length of 4 215 606 bp. The data contain 3 273 058 reads. Each read is 75 bp long. We use
BWA version 0.5.9-r18dev with standard input parameters to align the real reads. BWA aligns
all but 33 318 reads to the genome. For a more detailed description of the data preparation
see Nakamura et al. (2011).

To analyse the resulting p-values, we annotate the genome with its corresponding strand
bias tables. Afterwards, we randomly choose c genome positions, compute the composed
pileup and apply Fisher’s test to the corresponding table. We repeat this procedure p times
and thus obtain p p-values. This procedure is a new statistical test C, since we apply Fisher’s
exact test several times to data. Let us assume the null hypothesis for Fisher’s test is true.
There is no correlation between forward/backward reads and mismatches/matches. In this
case, Lemma 8 in Chapter 3 describes the shape of the p-value’s cumulative distribution
function C as a step function under the line through the origin. Here, we consider the con-
clusion of Lemma 8 concerning both, the real reads as well as the artificially produced ones.
We do not have a continuous test statistic and therefore Lemma 4 does not apply. The p-
values we derive from test C originate from a discrete distribution. Hence, they are not
uniformly distributed.

We implement a simulator to generate reads. In order to obtain comparable results, we
create reads which are based on the Bacillus subtilis genome. As it is the real read’s num-
bers, we generate 3 273 058 reads with a length of 75 bp. A read is either a forward or
a backward read, each with a probability of 0.5. Moreover, we determine uniformly dis-
tributed error positions in the reads. We decide for each read’s position with a probability
of 7.9 ·10−3 if the position differ to the genome position. This probability corresponds to the
ratio of matches and mismatches in the reads which is composed of the reads of Nakamura
et al. Furthermore, it leads to an expected mismatch count of about 1%, which is a typical
value for Illumina devices. With this parameter setting, we ensure that the null hypothesis
of Fisher’s test is correct.

We apply our statistical test C to the aligned reads. In each of the p = 10 000 iterations, we
randomly choose c = 50 genome positions to join their strand bias tables and apply Fisher’s
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test to it. We compute the empirical distribution function (EDF)

Ĉr : R→ [0,1]

x 7→ number of p-values ≤ x
r

.

Figure 12 shows Ĉr for r = 10000 as a red graph. We ensure in the simulated reads that
the null hypothesis of Fisher’s exact test is true. As a result and in line with Lemma 8 of
Chapter 3, the function is below the line through the origin, since the empirical distribution
function Ĉr behaves like the CDF C.

Moreover, we apply the test with the same parameters to the real reads. The correspond-
ing EDF is the green graph in Figure 12. In contrast to the red one, the graph is for p-values
between 0 and approximately 0.5 above the line through the origin. Low p-values are more
common than we expect for a true null hypothesis. Since Fisher’s null hypothesis describes
the correlation between the read direction and the match/mismatch number, we conclude
that there is a bias in the real data. In other words, SSEs, single positions with a strand bias,
appear in the real data.

It is possible to consider more than one SSE in our choice of c = 50 genome positions
during the test C. Furthermore, several SSEs can neutralise the strand bias effect in the
composed table. For instance, we consider exactly 10 SSE positions with mismatches only in
the forward reads as well as exactly 10 SSE positions with mismatches only in the backward
reads. Both mismatch numbers therefore appear with approximately the same ratio in the
strand bias table. Consequently, the table does not give evidence for a strand bias. However,
as SSE positions are unlikely, this effect is unlikely as well.

We evaluate our assumption that there is a bias in the real data. In order to dissolve pos-
sible SSEs, we permute the read’s mismatches in a uniform way. We delete all mismatches
of each read and obtain reads which are not different from the reference sequence. After
that, we add the original number of mismatches again. Thereby, we choose the mismatch
positions for each read in a uniform way. We thus remove the strand bias in the data, as all
mismatches of an SSE are divided into read positions.

We apply the test C to the resulting reads once again. As expected, the corresponding
black EDF is under the line through the origin. By re-arranging the mismatches in a uniform
way, we remove the correlation between match/mismatches and forward/backward reads.
Fisher’s null hypothesis is therefore true and we obtain an EDF whose shape is described by
Lemma 8. In other words, the result emphasizes our assumption that there is a bias in form
of SSEs in the real data.

Next, we do not consider the mismatch positions, but the mismatch numbers within a read
to evaluate the assumption that there is a strand bias in the data. We modify the set of real
reads in such a way that we delete all reads that contain too many mismatches. Afterwards,
we apply our test to the remaining reads.

Figure 13 shows the results of this experiment. The green EDF is computed on the basis
of the real reads. The graph is already shown in Figure 12. The black EDF is derived from
aligned reads that do not contain more than five errors. In contrast to the green EDF, the
graph is under the line through the origin for p-values between 0.1 and 1. From this fact,
we infer that we remove several SSEs with this strategy. However, for p-values smaller
than 0.1, the EDF is above the line (see section). Apparently, there is still bias in the data
which means that the aligned reads still contains several SSEs. Moreover, we delete reads
which contain more than three errors of the original set of real reads. The red graph is the
corresponding EDF. It is under the line through the origin. In contrast to the black EDF, this
is even the case for small p-values. We conclude that we delete more SSEs in this set of reads
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Figure 12: We compute the empirical distribution functions for the test C based on the simulated reads (red),
on the real reads (green) as well as on the reads with a uniform error distribution (black). We simu-
late the reads in that way, as we ensure that the read direction is independent from the match/mis-
match number. As expected and in line with Lemma 8 the corresponding red EDF is under the
blue line through the origin. In contrast to this, the green EDF of the real, aligned reads lies within
the interval [0,0.5] above this line. We conclude that there is bias in the data. To underline this
assumption, we disintegrate SSEs in the real reads. We randomly re-order the mismatches within
the reads. As expected, the resulting black EDF is under the line through the origin. Eliminating
the SSEs leads to a true null-hypothesis. Mismatch and matches are not longer correlated with
forward and backward reads. The picture below shows a sector of the graphs. It emphasizes the
important range of the x-axis, since we are interested in small p-values.
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Figure 13: We apply the test C to different aligned reads and obtain empirical distribution functions. The
green EDF is based on the real reads. It is already shown in Figure 12. We delete every read with
more than five mismatches and apply the test to the resulting reads. For p-values between 0.1 and
1, the corresponding black EDF lies under the blue line through the origin. We decrease the strand
bias in the real data. Furthermore, we delete reads which contain more than three mismatches and
apply the test. The corresponding red EDF lies under the black one. Even for p-values smaller than
0.1, it lies under the line through the origin (see section below). In comparison to the previous set
of reads as well as to the set of real reads, we remove more strand bias in form of SSEs. We conclude
that SSEs appear in certain regions, and thus are not single, independent loci in a genome.
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Data Reads Forward
mismatches

Reverse
mismatches

Mismatches
(total)

real 3 273 058 976 320 971 333 1 947 653
not more than 5 errors 3 228 542 777 293 772 719 1 550 012
not more than 3 errors 3 167 021 646 564 642 948 1 289 512

Table 6: The table shows the number of mismatches for all three sets of aligned reads: the real reads, the real
reads without reads with more than 5 mismatches and the real reads without reads with more than
3 mismatches. The second column gives the number of reads. The last column gives the number of
mismatches occurring in these reads.

and therefore obtain data with less strand bias. Since we delete reads of a certain length,
these results give hints that SSEs more likely occur cumulatively in certain regions and not
as single, independent artefacts. Table 6 gives the number of reads and mismatches in all
sets of aligned reads. There are 3 273 058 real reads with 1 947 653 mismatches. We delete for
instance all reads with more than 3 mismatches and obtain 3 167 021 reads. There are still
1 550 012 mismatches. In other words, deleting the 3 273 058−3 167 021 = 106 037 reads that
contain more than 3 mismatches leads to 1 947 653−1 289 512 = 658 141 less mismatches in
the set of aligned reads.

In the next chapter, we apply the algorithm to data and interpret the computed results.

4.6 Results

In Chapter 4.2, we describe the Simple SSE Identification Algorithm as well as the SSE Iden-
tification Algorithm (see Algorithm 1 and Algorithm 2 in Chapter 4.2). Both algorithms
identify motifs that are likely to cause SSEs.

Here, we apply these algorithms to the aligned reads described in Chapter 4.5. The reads
originate from the Bacillus subtilis genome. They are generated by Nakamura et al. (2011).
Moreover, we apply the proposed pipeline of McKenna et al. (2010) which we describe in
Chapter 2.4 to the data. Thereby, we ensure that differences in the results are not due to the
pipeline. At the end of the chapter, we explain this fact in detail. We therefore compare two
kinds of reads. One kind of reads are aligned with BWA and no further data preparations
are disposed. The other reads are improved by the proposed pipeline.

We apply the Simple SSE Identification Algorithm to the data and obtain results which are
shown in Table 7. The algorithm computes a list of q-grams sorted by their corresponding
p-values. We calculate the negative logarithm (base 10) of the p-values. The list is sorted in
a descending order concerning the logarithm values of the next to last column. We further-
more describe the strand bias table which is derived from the q-gram’s pileup. The table is
the basis for the p-value calculation. It consists of two rows (forward read and backward
read) and two columns (Match and mismatch). We use the second to fifth column to specify
the table: FM is the number of forward matches, RM is the number of reverse matches, FMM
is the number of forward mismatches and RMM is the number of reverse mismatches.

Moreover, in the sixth column we compute the two-sided divergence. Let us consider a con-
crete strand bias table. We are interested in the distribution’s difference of the two rows. A
row describes how many matches and mismatches occur in one read direction. By dividing
the number of matches and the number of mismatches by the row’s total sum, we compute
the empirical distribution for a given row.

Thereby, we obtain the empirical probabilities p and 1− p for both columns. Applying
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q-gram FM RM FMM RMM
two-sided
divergence

− log10
(p-value) count

(q = 10, n = 2)
NNCGGCGGGT 1846 2340 415 14 0.2 115.39 93
NGCGGCNGGT 3016 3371 456 18 0.13 114.42 132
ANCGGCNGGT 2482 2952 424 18 0.15 109.84 106
TATGGCNGGN 3470 4222 406 26 0.09 100.69 150
ANTGGCGGGN 2992 3500 398 30 0.09 90.57 128
NTNTGGCGGG 3421 4068 386 29 0.08 89.95 149
NGCGGCGGGN 3248 3629 375 25 0.08 85.37 151
NNATGGCGGG 3825 4451 368 28 0.07 84.49 158
NTATGGCNGG 3703 4385 350 25 0.07 83.25 150
NGTTTTTTTN 25479 27336 694 173 0.01 80.96 982

(q = 8, n = 4)
TNNNNGGT 591114 607704 11363 3969 0.0 N/A 20815
TNNNGNGT 550027 560934 7905 3947 0.0 N/A 18794
TNNCNNGT 625370 645176 8672 4506 0.0 N/A 21716
TNNCNGGT 155418 161892 3486 1045 0.01 N/A 5578
TNGNNNGT 542463 556233 8071 3803 0.0 N/A 18743
TNGNNGGT 124649 128301 3237 788 0.01 N/A 4456
TNGNNGGN 616172 623774 9783 4962 0.0 N/A 21218
TGNNNNGT 674934 691311 9047 4759 0.0 N/A 22804
NTTTTTTN 379075 403753 6702 2893 0.0 N/A 11000
NTTTTTNN 1188081 1254277 14133 9002 0.0 N/A 30302

(q = 12, n = 0)
GCGGCGGACGGG 195 381 114 4 0.45 40.04 11
ACGTGTTACTCA 349 175 4 100 0.43 35.25 10
TGCCTCTTGGGG 241 355 88 2 0.35 27.77 9
AGTGTCCTACAA 357 245 2 88 0.35 27.68 10
TCTGCCCCCGAA 337 88 5 55 0.42 26.77 10
TAGGACGTCCCC 88 331 55 5 0.42 26.46 9
GAACCATGCGGT 212 355 66 1 0.37 24.13 11
ATGGTTGTTTGA 341 219 3 65 0.24 20.30 10
GCGGTTTTTTTC 140 201 51 0 0.13 17.64 7
AAGCTTAAACCC 56 105 51 2 0.53 15.71 4

Table 7: The table describes the results of the Simple SSE Identification Algorithm. The algorithm outputs a
list of q-grams and p-values. The list is sorted in a descending order concerning the negative loga-
rithm of the p-values. We apply the algorithm with three difference parameter settings (q = 10,n = 2;
q = 8,n = 2 and q = 12,n = 0) to the reads’ alignments and therefore obtain three table sections.
Moreover, we list the corresponding strand bias tables (second to fifth column), the two-sided diver-
gence (sixth column) and the number of q-gram occurrences (last column). The second part of the table
is not sorted, as the necessary p-value information is not available. We obtain several best q-grams.
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the same calculation to the second row leads to the probabilities q and 1−q. The following
strand bias table illustrates the situation:

Match Mismatch
Forward read p 1− p
Reverse read q 1−q

We obtain two distributions P = (p,1− p) and Q = (q,1− q) for the rows. To measure the
distributions’ difference, we consider the relative entropy of both distributions. Here, the
relative entropy H for the distributions P and Q is

H(P||Q) = p · log10

(
p
q

)
+(1− p) · log10

(
1− p
1−q

)
.

If the fraction is undefined (for q = 0 or q = 1) or equals 0 (for p = 0 or p = 1), we consider
the corresponding addend within the sum to be equal to 0.

Since H(P||Q) is not symmetric
(
in general it is H(P||Q) 6= H(Q||P)

)
, we calculate both

possible values. The two-sided divergence D(P,Q) for two distributions is the maximum of
both values:

D(P,Q) := max
(
H(P||Q), H(Q||P)

)
A low two-sided divergence value indicates that the two distributions are similar. The
higher the two-sided divergence value, the more different are the two distributions. Be-
sides the p-value, the two-sided divergence is a further indicator to decide whether the
table describes an SSE. In other words, a p-value makes a statement of how critical a q-gram
is concerning its strand bias effect. The two-sided divergence supports the statement by
computing another indicator of the corresponding table.

The last column gives the occurrences number of the q-gram in the genome. We count the
occurrences of the q-gram as well as the occurrences of the q-gram’s reverse complement.

The table consists of three parts. The upper part describes the results of the Simple SSE
Identification Algorithm for the parameters q = 10 and n = 2. We analyse 10-grams that may
contain at most two Ns. The results for 8-grams with at most four Ns are described in the
middle part of the table. In the last section, we ban Ns and consider q-grams with a length
of q = 12.

We consider the upper part of the table. The 10-gram NNCGGCGGGT is the sequence with
the smallest p-value and is therefore the first table entry. The negative logarithm of the p-
value is 115.39. In other words, this 10-gram gives the most evidence for an SSE. All last
positions of NNCGGCGGGT in the genome are prone to SSEs. Note that this statement is not
only valid for NNCGGCGGGT, but also for its reverse complement. Consequently, all first
positions of the reverse complement ACCCGCCGNN in the genome are also prone to SSEs.
This statement is supported by the high two-sided divergence value of 0.2. The combined
strand bias table is:

Match Mismatch
Forward read 1846 415
Reverse read 2340 14

It becomes clear that mismatches in the forward reads (415) are more frequent than mis-
matches in the backward reads (14). This table gives strong evidence for the assumption
that the data characteristic match/mismatch is not independent from the characteristic for-
ward/reverse read.
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4.6. Results

The first nine 10-gram in the upper part of the table share the same subsequence GGCGG.
Since we restrict the number of Ns, we cannot merge the 10-gram, although they are obvi-
ously similar. Consequently, the table entries contain approximately the same information.
We also describe that effect in Chapter 4.2 and introduce the extended SSE Identification
Algorithm in order to obtain more significant results.

In the table’s middle section, we consider shorter 8-grams but allow at most four Ns.
As a result, the obtained sequences are more ambiguous. All listed 8-grams appear more
frequently than the 10-grams in the genome. This effect is caused by the higher number
of allowed Ns. Consequently, the calculated strand bias tables contain higher values. As a
result, the corresponding p-values are too low for a numerically accurate calculation. The
respective column therefore contains the symbol N/A (Not Available), since the negative
logarithm of small values is high. For this reason, we obtain several best 8-grams. For
instance, one of the best 8-gram is TNNNNGGT.

In contrast to the table’s middle part, we avoid any Ns in the last table section and only
consider unique 12-grams. Since these sequences are less ambiguous, they occur relatively
rarely in the genome. The last column contains values from 4 to 11 occurrences. The best
12-gram GCGGCGGACGGG emphasizes the statement from above, namely that the subse-
quence GGCGG is a strong evidence for an SSE.

Next, we apply the SSE Identification Algorithm (see Algorithm 2 in Chapter 4.2) to the
same data and obtain the results which are shown in Table 8. This table has the same struc-
ture as Table 7. It is divided into three parts. Each part describes results which are computed
by the SSE Identification Algorithm with a specific parameter set. In contrast to the Simple
SSE Identification Algorithm, the extended one masks the best calculated q-gram in the
genome and repeats the procedure to identify SSEs. Thereby, we obtain more meaningful
results. For instance, let us consider the table’s middle section where we analyse ambiguous
8-grams. Like Table 7 also shows, one of the best 8-gram isTNNNNGGT. We mask this 8-gram
in the genome, search for the second best result and obtain the sequence NTNNNGGT. The
p-values of the best five 8-grams are still too low for an accurate estimation. In contrast to
Table 7 and as a consequence of the masking process, we obtain a concrete p-value 215.85 for
the sixth best sequence NNNNAGGT. However, the sequences are too ambiguous to derive
meaningful results.

The upper section of the table shows more meaningful sequences. The three best 10-grams
NNCGGCGGGT, TATGGCNGGN and ANTGGCGGGN, which appear also at other positions in
Table 7, share the subsequence GGCGG. Due to the improved procedure, we do no longer
contain nine 10-grams which contain this subsequence. Instead, the SSE Identification Algo-
rithm computes NGTTTTTTTN as the fourth best 10-gram. In comparison to the other listed
10-grams, it appears more frequently (982 times) in the genome. We obtain a low two-sided
divergence value of 0.01 for this 10-gram. In contrast to this, the three best 10-grams have a
higher two-sided divergence value. It ranges from 0.09 to 2.

We mention at the beginning of this chapter that we improve the considered reads through
the pipeline proposed by McKenna et al. (2010). This pipeline increases the accuracy of raw
NGS data. In line with Chapter 2.4, we apply it to the aligned reads. We use the standard
input parameters of GATK version v1.4−33−g051b450 for the local realignment step as well
as for the base quality recalibration step. Moreover, we use picard version 1.63(1133),
which is developed by Li et al., to mark duplicates. We compare the results of Table 8 to
the results which are derived from another aligned reads. The reads are identical to the
previous one, except that we do not improve them through the three pipeline steps. We
apply the SSE Identification Algorithm to them. Table 9 shows the results. Since the list of
q-grams is identical to the list of Table 8, we conclude that the proposed pipeline does not
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4.6. Results

q-gram FM RM FMM RMM
two-sided
divergence

− log10
(p-value) count

(q = 10, n = 2)
NNCGGCGGGT 1846 2340 415 14 0.2 115.39 93
TATGGCNGGN 3470 4222 406 26 0.09 100.69 150
ANTGGCGGGN 2992 3500 398 30 0.09 90.57 128
NGTTTTTTTN 25431 27299 692 160 0.01 85.96 982
GGCGGTTNTN 4847 5531 454 65 0.04 80.27 213
NNCGGCAGGT 2722 3025 318 17 0.09 76.06 110
GGCGGNCGGN 2650 3032 310 22 0.08 70.98 116
GNCTTTTTTN 25121 27229 624 201 0.01 57.42 965
NATCGGCGGN 7541 7961 347 53 0.02 55.75 302
GGCNNGCGGA 3051 3381 287 34 0.05 53.91 136
NTGTGGCNGG 2197 2396 216 13 0.07 49.81 91
NNCGGCGGGA 3181 3543 240 26 0.04 47.64 145
NNCGGCTGGT 3152 3458 247 28 0.04 47.23 125
TNNCGGCGGT 3464 3885 221 30 0.03 40.25 173
TTNTTTTTTN 33180 34933 594 245 0.01 37.10 1420
CGCNTTTTTN 18160 19301 405 131 0.01 36.28 802
ANNGGCAGGT 2089 2204 142 8 0.05 32.94 108
NNGGCGGGCG 1277 1348 143 10 0.08 30.83 89

(q = 8, n = 4)
TNNNNGGT 591114 607704 11363 3969 0.01 N/A 20815
NTNNNGGT 415997 425214 8945 3911 0.01 N/A 22465
NNTTTTTN 1082409 1146948 20142 13241 0.01 N/A 30302
NNNNGGGT 172882 177732 6734 2912 0.02 N/A 13379
NNNNCGGT 317272 322381 9208 4714 0.01 N/A 24861

(q = 12, n = 0)
GCGGCGGACGGG 195 381 114 4 0.45 40.04 11
TGCCTCTTGGGG 241 355 88 2 0.35 27.77 9
ACGTGTTACTCA 321 145 32 130 0.21 27.39 10
TCTGCCCCCGAA 337 88 5 55 0.42 26.77 10
GAACCATGCGGT 212 355 66 1 0.37 24.13 11
GCGGTTTTTTTC 140 201 51 0 0.13 17.64 7

Table 8: The table describes the results of the extended SSE Identification Algorithm. We apply
this algorithm to the same data which leads us to the Table 7. Since, we also use three
different parameter sets, both tables have the same structure. The middle part of the table
contains ambiguous 8-grams, as we allow a high number of Ns (n = 4). The sequence
NNCGGCGGGT is the best 10-gram in the upper part of the table. All last positions of this
sequence (and first positions of its reverse complement) in the genome are prone to SSEs.
Due to a lack of information, the table’s second part is unsorted.
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q-gram FM RM FMM RMM
two-sided
divergence

− log10
(p-value) count

(q = 10, n = 2)
NNCGGCGGGT 1850 2350 420 14 0.21 117.03 93
TATGGCNGGN 3482 4249 413 26 0.09 102.99 150
ANTGGCGGGN 3003 3513 399 30 0.09 90.86 128
NGTTTTTTTN 25554 27439 698 164 0.01 85.75 982
GGCGGTTNTN 4861 5552 455 65 0.04 80.54 213
NNCGGCAGGT 2729 3040 319 17 0.09 76.48 110
GGCGGNCGGN 2661 3046 315 22 0.08 72.43 116
GNCTTTTTTN 25234 27351 629 203 0.01 57.70 965
NATCGGCGGN 7566 7994 352 53 0.02 57.01 302
GGCNNGCGGA 3059 3394 290 34 0.05 54.73 136

Table 9: The table describes the results of the extended SSE Identification Algorithm for a reads’ alignments
which is not improved by the proposed GATK pipeline. In contrast to the reads which we used as
base of Table 8, we only align reads to the genome. We perform neither the local realignment, the base
quality recalibration nor the mark duplicates step. However, the lists of both computed q-grams are
similar. We conclude that the GATK pipeline does not have any effect on SSEs.

have any effect on SSEs. However, the corresponding computed strand bias tables slightly
differ from the one of Table 8. That leads to small differences in the corresponding p-values.
Obviously, some reads are considered not to be valid during the pipeline process and are
therefore ignored in the further analysis.

To summarize the results, we apply the SSE Identification Algorithm to the reads which
are provided by Nakamura et al. We obtain significant q-grams which give strong evidence
to cause SSEs.

In particular, the last positions of the 10-gram NNCGGCGGGT in the genome are prone to
SSEs. This statement is also valid for the reverse complement ACCCGCCGNN. Each genome
position which corresponds to the first position of this sequence is prone to SSE. Note that
also the second and third best 10-grams in Table 8 share the subsequence GGCGG. We con-
clude that this sequence is a critical factor for SSEs. Thus, we confirm and improve the
results of Nakamura et al. They propose that the sequences GGC as well as GCC often occur
near SSE positions. Moreover, we observe that the GATK pipeline which is developed to
improve NGS data does not have any effect on SSEs.
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CHAPTER 5
Conclusion and Outlook

In this chapter we summarize our results and point out further research questions which
arise from our approach.

Due to next generation sequencing methods, the importance of DNA sequencing has in-
creased tremendously over the past few years. We point out that DNA regions may be
correlated with certain diseases. To identify this regions, we sequence sample DNA and
align the reads to a reference genome.

We explain in Chapter 2 that the Solexa technique is one widely used NGS method. We
point out the SNP calling procedure, since it is an important challenge to identify mutations
in a DNA sequence. An error-free sequencing process is critical for the success of all further
analyses steps. As for technical reasons it is not possible to achieve this goal, methods to
identify errors are desirable. Nakamura et al. (2011) describe one kind of sequencing error
which they call sequence-specific error (SSE). They point out that for certain DNA regions
mismatches in reads occur only in one read direction. These positions can accidentally be
considered as SNPs, which leads to false positive results in further analyses. Nakamura et al.
develop a method to identify critical sequences which cause SSEs. In Chapter 4.1 we point
out the disadvantages of their approach. Moreover, we develop an improved procedure
which takes advantages of a statistical proceeding in Chapter 4.2. Our developed algorithm
considers similar q-grams of a genome and calculates corresponding strand bias tables (see
Algorithm 2 in Chapter 4.2). These tables describes the correlation between forward/back-
ward reads and match/mismatch and is therefore an indicator for SSE positions. We apply
Fisher’s exact test to the tables to obtain p-values which indicate whether the correspond-
ing q-gram causes an SSE. We analyse the algorithm’s time complexity in Chapter 4.3 and
describe the obtained results in Chapter 4.6. To produce the results, we use reads which are
provided by Nakamura et al. Table 8 in Chapter 4.6 lists the q-grams that are most likely to
cause an SSE. For instance, all loci containing the 10-gram NNCGGCGGGT or its reverse com-
plement are prone to SSEs. We confirm the results of Nakamura et al. with our algorithm.
The sequences GCC and GGC often occur near SSE positions.

Our approach to identify SSEs leads to several further research questions. Moreover, sev-
eral improvements for our algorithm are possible.

• Our algorithm analyses q-grams and their effects on SSEs. To obtain more accurate
results, we allow a certain number of Ns which may occur in the q-grams. According to
the IUPAC representation, the letter N stands either for A, C, G or T. We can refine this
approach by considering additional IUPAC letters. For instance, the letter M stands for
A or C. Using further IUPAC letters may lead to a more accurate description of critical
q-grams.

• Theorem 16 in Chapter 4.3 points out the time complexity of our algorithm. Factors
that cause a particularly high running time are the repetitive application of Fisher’s ex-
act test, the length of the g-grams and their number of Ns. In Chapter 4.3, we mention
possibilities to improve the algorithm’s running time. Besides, we can take advantage
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of a parallel operation mode. For each q-gram, we compute its strand bias table and
apply Fisher’s test to the table. The p-value calculation can be done simultaneously to
achieve a better running time.

• According to Nakamura et al., the sequences GGC and GCC are often close to SSEs.
Moreover, they also suggest that inverted repeats often occur in the vicinity of SSE
positions. Our algorithm can neither confirm nor reject the assumption that inverted
repeats occur frequently near SSEs, since it does not recognize these specific sequences
as possible factors which cause SSEs. However, we can extend the algorithm to con-
sider these sequences, too.

• We cannot only apply the algorithm to Illumina’s Solexa data, but also to data pro-
duced by other technologies. According to Shendure and Ji (2008), other widely used
NGS methods are 454, SOLiD and HeliScope. We can apply our algorithm to data
which is produced by non-Illumina devices. Consequently, it is possible to decide
whether other sequencing technologies are also susceptible to certain SSE-producing
sequences.

• NGS devices do not only determine nucleotides of a sample DNA, but also compute
a quality score of each sequenced base. This value describes the probability of a base
to be wrongly called. It is not clear whether SSEs influence this score. If this was the
case, we could use the quality value for a more accurate SSE identification.

In order to analyse whether quality scores are correlated with SSEs, we generate a
plot which is shown in Figure 14. We consider the same reads which we describe in
Chapter 4.6. From each corresponding pileup, we derive four values. Afterwards,
we plot the genome positions (x-axis) against these values (y-axis). Figure 14 shows a
sector of the genome from position 476 000 to 479 000.

We compute the strand bias table and use the p-value of Fisher’s exact test to deter-
mine whether there is evidence for an SSE. Thereby, we calculate the negative loga-
rithm (base 10) of the p-value. The red graph describes the p-value of each position.
We see small p-values (high value of the graph) approximately at position 476 500 as
well as 478 800, which indicate that there might be an SSE. Furthermore, we compute
for each position the average quality values of the forward and backward reads, since
several aligned reads cover one genome position. The green graph describes the qual-
ity values of the backward reads while the black graph describes those of the forward
reads. Both values tend to be around 35. These quality scores indicate a reliable base
calling process. However, at the same position, where the p-value of Fisher’s test is
small, the black graph decreases, too. The green graph representing the forward reads
keeps stable. This fact indicates that quality values and SSE positions are not inde-
pendent form each other. To analyse whether there is a statistical significance in the
difference of forward and backward quality values, we perform a statistical test, called
Wilcoxon-Mann-Whitney test. The test computes a p-value that reflect the difference be-
tween the green and the black graph.

Several reads are mapped to one genome position. All reads contain the quality score
of the corresponding nucleotide and have got either a forward or a backward direc-
tion. We split the quality values and obtain two sets: quality values of nucleotides
on forward reads and on backward reads. We assume that both sets contain approx-
imately the same values. In other words, we suggest that the NGS device produces
quality values independently from the read direction. The Wilcoxon-Mann-Whitney
test also acts on the assumption that both sets originate from the same population.
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Figure 14: We analyse aligned reads of Nakamura et al. (2011). They are derived from the Bacillus subtilis
genome. We compute four values for the genome positions from 476 000 to 479 000 (picture above).
The black and green graphs give the average quality values of the forward and backward reads. The
blue graph describes the p-value (negative logarithm) of the Wilcoxon-Mann-Whitney test. The
lower the p-value is (the higher the value of the blue graph is), the more evidence there is that
the forward and backward quality values are not sampled of the same distribution. The red graph
describes this modified p-value (negative logarithm) of Fisher’s test to estimate an SSE position. At
position 476 500 and 478 900, both p-values are low, which indicate that they are not independent
from each other. The picture below shows a section from position 476 000 to 476 600. At position
476 100 the p-value of Fisher’s test is high, while the p-value of the Wilcoxon-Mann-Whitney test
is low. We propose the following theory: if the p-value of Fisher’s test is low, the p-value of the
Wilcoxon-Mann-Whitney test is low, too. The opposite is not true. A systematic analysis of this
effect is necessary to estimate a relation between these p-values. We could use this information to
improve our algorithm.
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If they do not, meaning that the green and black graph in Figure 14 differ in their y-
value, we will obtain a small p-value. Like for the p-value of Fisher’s exact test, we
compute its negative logarithm. The value is shown as the blue graph. We obtain a
small Wilcoxon-Mann-Whitney p-value at the same positions as the small p-values of
Fisher’s test. However, on other positions we also obtain small p-values, although the
corresponding Fisher’s p-values are not small.

Figure 14 leads us to the theory that the p-values of Fisher’s exact test and the p-values
of Wilcoxon-Mann-Whitney test are not independent from each other. If the p-value
of Fisher’s test is low, the p-value of the Wilcoxon-Mann-Whitney test is low, too.
The opposite is not true. This indicates that the quality values are a further possible
instrument to identify SSEs. However, a systematic analysis of this assumption is
necessary, since we only consider a part of the genome here.

• Table 7 in Chapter 4.2 emphasizes that the q-grams computed by the Simple SSE Iden-
tification Algorithm are similar. For this reason, we develop the extended SSE Identifi-
cation Algorithm whose resulting q-grams are indeed less ambiguous. However, there
are still similar q-grams. According to the upper part of Table 8, the best 10-grams
NNCGGCGGGT, TATGGCNGGN and ANTGGCGGGN are similar, as they still share the
same subsequence GGCGG. On the one hand, we could combine the three sequences
to obtain a more meaningful result. On the other hand, we might first search for short
q-grams and mark them in the genome. Since small q-grams appear more frequently
than longer ones, we mark more nucleotides in the genome. All further computed
q-grams should not be similar, since they do not use marked sequences.

• One important aspect of our algorithm is that we change the SSE definition of Naka-
mura et al. We do no longer consider them as positions which cause an SSE region. SSE
regions contain several positions with mismatches only in one reading direction. We
see SSEs as independent positions with a strand bias and stop acting on the assump-
tion that they cause SSE regions. In contrast to Nakamura et al., we thus consider
positions that occur within an SSE region and exhibit a strand bias as individual SSEs.

Consequently, Nakamura et al. analyse sequences only before or after SSE regions,
since SSEs only occur before or after SSE regions. We analyse the same sequences, but
additionally we also consider sequences within SSE regions, since, according to our
definition, there are SSEs as well.

Let us assume that the assumption of Nakamura et al. (2011) is correct. Sequences
within an SSE region do not cause SSEs. Our algorithm unnecessarily considers these
sequences. If they do indeed have no relevance to SSEs, our algorithm yields re-
sults that are imprecise. That is, since we merge these sequences with SSE-causing
sequences (which are only before and after SSE regions).

Moreover in Chapter 4.5, we describe that SSEs tend to occur cumulated in specific
genome regions. However, this is not a sufficient argument for the assumption of
Nakamura et al. If these SSEs are nevertheless caused by individual q-grams in close
vicinity to them, it would not support their assumption. There may be other reasons
why they occur in a cumulated way. A more accurate analysis of this problem is nec-
essary to improve our algorithm.

• Meacham et al. (2011) also develop a method to identify sequence-specific errors. For
this, they use paired-end reads. Paired-end reads originate from one DNA fragment.
The fragment is sequenced from both sides and we therefore obtain two nucleotide se-
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quences. The two nucleotide sequences are called mate-pairs. The two mate-pairs com-
pose the paired-end read. Meacham et al. consider loci where these mate-pairs over-
lap. Consequently, there are two base calls for each of these genomic locations. At the
same time, the corresponding mate-pairs have opposite reading directions. According
to our discussion, an SSE should contain mismatches only in one mate-pair. Meacham
et al. consider each pileup of these loci, determine the proportion of matches and mis-
matches and count the results. They furthermore propose a model to compute the
expected number of locations to have a match/mismatch proportion from 0 to 1. The
observed counts are more frequently than the expected counts. Next, they consider a
set of genomic locations in which the observed proportion is significantly higher than
the expected one. The mismatches tend to appear in one reading direction. This result
shows that these positions apply to our SSE definition, since they contain a high strand
bias. They furthermore test whether there are significant motifs in the surrounding of
the determined loci and point out that GGT is the most common characteristic of SSEs.
This sequence appears next to SSEs. They also assume that sequences cause SSEs.
Meacham et al. emphasize that other motifs cause sequence-specific errors as well.

We can confirm these results by those of our developed SSE Identification Algorithm.
According to Table 8 in Chapter 4.6, our best 10-gram with two allowed Ns (n = 2) is
NNCGGCGGGT. This sequence ends with GGT and is therefore next to SSEs. Moreover,
the middle part of the table describes the results for 8-grams with four allowed Ns
(n = 4). Four of the five obtained best 8-grams end with GGT as well. Apparently,
the first part of the sequence is not an important factor to cause SSEs. For this reason,
the Ns appear as prefixes in the 8-grams. Depending on the value of q and n, we
can compute more accurate results with our algorithm. On the one hand, we can
confirm the results of Meacham et al. The 3-gram GGT at the end of sequences is
crucial for SSEs. On the other hand, we can also confirm the results of Nakamura et al.
The sequences GCC as well as GGC are crucial for SSEs, too. In contrast to GGT, the
sequences GCC and GGC appear in close vicinity to SSEs and are not necessarily next
to them.

Considering errors which are produced by NGS devices is an important research aspect
to avoid producing false positive results in all further steps of analysis. In this thesis, we
present a method to identify sequence-specific errors. SSEs are one kind of errors which
were first described by Nakamura et al. and which may lead for instance to false positive
SNP calls. We confirm the results of Nakamura et al. and refine their approach with our
algorithm to obtain more accurate results. By avoiding any fixed threshold to identify SSEs,
we realize a more improved SSE identification strategy. We moreover follow a statistical
approach to consider sequences that cause most likely SSEs. Furthermore, we point out
several possibilities to improve our method.

Hopefully, our algorithm makes a small contribution to treat errors in next generation
sequencing technologies and consequently to obtain more accurate results of their applica-
tions.
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